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Abstract
This text presents results of a statistical analysis of millions of alerts that were
reported by various security monitoring tools deployed at CESNET2 network or at
organizations connected to it. The data comes from the alert sharing system Warden developed and operated by CESNET. The analysis is focused on geographical
distribution of sources of malicious traffic, on time correlations, like repetition of
attacks from the same source, and on possibilities of predicting the repeated attacks.
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Introduction

At CESNET and networks of its members, there is number of various security monitoring
tools such as flow monitoring probes and analysis systems or honeypots. Most of these
tools contribute into the alert sharing system Warden [3]. This system is used to share
information on detected security events among participating organizations.
This technical report presents an analysis of data sent into Warden. The analysis
is focused on sources of detected malicious traffic, i. e. IP addresses from which the
attacks originate. It is part of a research CESNET is conducting within the Reputation
Shield project, which is a subtask of a larger project GÉANT GN41 . The main goal of
the Reputation Shield project is to build a comprehensive database of malicious entities
on the Internet based on data from large number of security monitoring tools deployed
in various networks. The key component of the database should be an algorithm for
estimating reputation of network entities (IP address, domain name, ASN, etc.). This
analysis makes foundation for a research leading to design of such algorithm.
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Datasets

The datasets used in the analysis consist of alerts reported to the Warden system by all
connected detectors within a certain time period. Dataset 1 contains alerts from whole
June 2015, that is from 1. 6. 2015 to 30. 6. 2015. Dataset 2 contains the same kind of
data, but it was taken 5 months later, specifically from 10. 11. 2015 to 9. 12. 2015. Both
datasets are 30 days long.
Both are analyzed in the same way, so comparison of the results can reveal stability
or volatility of the data characteristics over time.
Table 1 shows size of the datasets by number of alerts and number of unique source
addresses reported by these alerts. The table is splitted by categories of reported events.
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Category
detectors
Recon.Scanning
3
Attempt.Login
2
Attempt.Exploit
0
Availability.(D)DoS
2
Fraud.Copyright
1
Vulnerable.*
1
Abusive.Spam
1
Intrusion.*
1

Dataset 1
Dataset 2
alerts
addrs detectors
alerts
addrs
27248920 812777
9 42381822 2965761
455596
4116
5
422201
4707
0
0
5
26962
6977
2042
132
3
70582
315
176099
731
1
5341
3032
6700
584
1
5585
434
6915
3579
1
15993
5526
7669
60
1
29438
151

Table 1: Number of detectors, reported alerts and unique source IP addresses in datasets
by category.
The categories are given by the taxonomy used by IDEA [1] format, which is the format
used for alert exchange in Warden. Brief description of the categories present in the
datasets is below, for full description see classifications section of [1].
• Recon.Scanning
Port scanning and other kinds of probing (e. g. ICMP echo), either connection
attempts to honeypots or abnormally high number of connection attempts
detected from flow data.
• Attempt.Login
An attempt to login to a honeypot or password guessing using dictionary attack
(detected by flow data analysis). All alerts in both datasets report logins to
SSH only.
• Attempt.Exploit
An attempt to compromise a system by exploiting a known vulnerability. Most
of these alerts come from instances of Dionaea honeypot.
• Availability.(D)DoS
DoS or DDoS attack. Simple SYN floods and DNS amplification attacks are
reported by the detectors. In case of amplification attacks, servers used for
reflection are reported as source, since real sources are not known due to address
spoofing.
• Fraud.Copyright
Unlawful sharing of copyrighted material. In our datasets, these alerts come
from a tool monitoring BitTorrent traffic.
• Vulnerability.*
Some kind of vulnerability found on the reported system.
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• Abusive.Spam
Hosts sending spam emails are reported. Alerts of this type in our datasets
comes from one of the CESNET mail servers.
• Intrusion.*
Report hosts that were successfully compromised. These are usually hosts infected with malware, recognized by communication with a known C&C server.
These alerts comes from systems external to CESNET.
Table 1 shows that absolute majority of alerts, as well as reported source addresses, in
our datasets are regarding port scanning activity. Number of alerts related to unauthorized login attempts, various exploit attempts and (D)DoS attacks are also high. These
four categories will be used for further analysis. Dataset 1 will be used only for data on
scanning and login attempts, since reports of exploit attempts are not present here and
DoS attack detectors were active for only a small part of the month.
Alerts related to spam will not be used since they are reported by a single mail server
only and thus may be biased. Similarly for copyright infringement alerts, that are reported
by a single tool watching BitTorrent traffic. Numbers of alerts and IP addresses related
to other kinds of malicious traffic are so small, that they may be too prone to randomness
and derived results may not be statistically significant. Therefore they are excluded from
the analysis as well.
It is also important to note that reported alerts do not necessarily correspond to
individual attacks2 . Single attack may be reported by several alerts for various reasons.
Of course, the attack may be reported by two or more detectors at the same time, but
it may also be reported many times by a single detector. This happens when a detector
processes data in some fixed time windows. For example, a typical detector analyzing
flow data processes them by 5 minute long chunks. Attacks found in one chunk of data
are reported independently of other chunks, so long-lasting attacks are reported multiple
times. Another example is a honeypot which writes a line into log file upon every incoming
connection and a script which processes the log every few minutes and reports the new
attacks, aggregating connections from each source into a single alert. Such detectors can
issue, for example, an alert with start time set to t0 , end time t0 + w, and another alert
with start time t0 + w, end time t0 + 2w, where w is the length of time window used.
Moreover, the start of the second alert does not have to be equal to the end of the first
one. There may be (and often is) a gap between the alerts. This may be caused by time
intervals between individual connections made by an attacker. Or the attacker may try
to create connections constantly but some are not going through the monitored network
and therefore can not be detected.
In all such cases the alerts can be further aggregated, i. e. all alerts of the same type,
with the same source (and possibly other properties) and close in time can be merged
together. However, it is hard to specify how close the alerts must be to be considered
the same attack. It is needed to select the length of a gap between two consecutive
alerts distinguishing whether they represent two distinct attacks or a single one. No
particular value can be universally correct, but its choice can significantly affect results
of any following analysis.
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For simplicity, we use the term “attack” for all kinds of malicious traffic reported in our data, including
port scans or spam.
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Figure 1: Top-10 countries with largest amount of IP addresses reported as source of some
kind of attack.
Therefore, it is tricky to infer anything from statistics based on number of alerts. In
the following analysis, we therefore work mostly with number of unique addresses reported
within some longer time interval (a day or the whole month). We intentionally ignore the
number of alerts by which an address was reported and the reported intensity of attacks.
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Analysis results

The analysis can be divided into three main parts. The first one is focused on geographic
distribution of attack sources, next we look into time-related statistics and finally we
briefly examine possibilities of attack prediction.

3.1

Geographic distribution

Absolute number of malicious IP addresses per country. For each source IP
address in the dataset we performed a lookup of a country it geographically belongs
to using MaxMind’s GeoLite2 database3 . Top 10 countries by number of reported IP
addresses for both datasets4 and for different alert categories are shown in Figure 1.
At first, it is clear that there are significant differences between types of alerts as well
as between individual datasets. This means that sources of different types of malicious
traffic are distributed very differently. We thus can not easily say which countries host
the most malicious hosts, it always depends on context.
Nevertheless, six countries – China, Russia, USA, India, Brazil and Italy – are present
in top-10 in all cases except (D)DoS attacks. This is simply because they are large
3
4

http://www.maxmind.com
In scan and login data countries are sorted by average of both datasets.
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countries with large number of active IP addresses (except Italy, but it is always near the
end of top-10 list).
The (D)DoS attacks differ. By far the largest number of reported (D)DoS sources
comes from Poland and Slovakia – neighbors of the Czech Republic (which itself is third).
CESNET has direct peering links to both of these countries, so they are neighbors from
networking point of view as well. At the same time, portion of non-European countries
in the reported (D)DoS sources is very small compared to other types of attacks. We can
see two possible explanations. First, we believe attackers often select sources of attacks to
be geographically close to victims, since shorter path between hosts often means higher
bandwidth available (indeed, cost of botnets for hire often depend on location of bots used
[4]). The second explanation is as follows. Most of the reported DDoS attacks exploit
DNS amplification where the server misused for the amplification is reported as the attack
source. The attack can be detected if traffic to or from that server (or both directions)
goes through our network. Even if the servers would be evenly distributed to all countries,
it is much more probable to see traffic to/from a server in a neighboring country than
that from a distant one. Therefore, we detect mostly attacks using servers in neighboring
countries, but it does not tell anything about global distribution of such misused servers.
Other types of attacks are different because their targets usually lie inside our network.
Targets of the detected DDoS attacks are often outside of our network, the traffic only
transits through it.
Another fact observed from Figure 1 is, that distributions of attack sources are significantly different in the two datasets. It thus means, that the distribution changes over
time. Therefore, any list of countries as sources of malicious traffic does not last valid for
a long time.
Normalized by number of IP addresses assigned to a country. As already said,
the top positions are usually occupied by large countries, such as China, Russia and
USA. This is simply because they belong to the countries with the largest portion of IP
addresses assigned, so even if a small fraction of them are malicious, it makes a lot in
absolute numbers.
Therefore, we normalized the numbers by total number of IP addresses assigned to
each country. Results are shown in Figure 2 and Figure 3. The y-axis there shows a
fraction of country’s IP addresses that was reported as malicious. Figure 2 shows the
top-10 countries by absolute number of reported addresses (i. e. the same countries as in
Figure 1). The list of top-10 countries by fraction of IP addresses reported is shown in
Figure 3. The column labeled as world shows percentage of globally routable IPv4 space
reported as source of given type of attack.
These relative data show very different results. Take for example the scanning data of
Russia and United States, that were second and third, respectively, in absolute numbers
of reported addresses. Russia had much larger portion of their addresses reported (more
than 1% in Dataset 2), while portion of reported US addresses is almost negligible. The
difference between these countries using these relative numbers is much larger that it was
with absolute numbers.
Interesting is an example of Bahrain in login attempt data. Bahrain placed sixth in
absolute numbers, but since it is a small country with small number of IP addresses, it
stands out significantly in comparison with other countries in relative numbers. Figure
3 confirms that Bahrain is indeed the country with the largest portion of its addresses
reported as sources of malicious login attempts. Although we do not know the reason
5

Figure 2: Portion of malicious IP addresses normalized by the total number of addresses
in the country (top-10 countries by absolute number of addresses, i. e. the same countries
as in Figure 1).

Figure 3: Portion of malicious IP addresses normalized by the total number of addresses
in the country (top-10 countries by the normlaized portion of addresses).
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for this, we can not attribute it to some random coincidence, since it is the same in both
datasets. It is interesting that in each month all attempts were made within a short time
period – 5 and 37 hours, respectively for dataset 1 and 2. Detailed analysis of this case is
however out of scope of this report.
In general, countries with the largest fraction of reported addresses are usually the
small ones, especially those far from the Czech Republic. But most importantly, they are
usually poor developing countries. Security of IT systems in those countries is probably
weaker on average than in wealthier countries, meaning they are more often infected by
malware which is then responsible for the detected attacks.
An exception is DDoS data, where the top positions are occupied by the countries
near the Czech Republic again, as discussed earlier.
Normalized by number of observed IP addresses. The DDoS exception reminds us
that even though the data normalized by the number of IP addresses assigned to a country
provides interesting information, it may be biased by locality of network traffic. Almost
all our data comes from a single network. And normal traffic is often heavily localized
– users in the Czech Republic usually connects to servers in the same country, other
countries in Europe or in the USA. Connections to other parts of the world are much less
common. In contrary, malicious traffic, such as port scans or automated login attempts,
usually select targets by random, regardless of their geographic location. Moreover, many
addresses assigned to a country may be inactive, i. e. not assigned to any device, further
skewing the statistics based on number of addresses assigned to a country.
Therefore, we introduce a metric called locally observed maliciousness (LOM). It expresses the number of malicious addresses relatively to the total number of addresses from
the country observed in our network, instead of the number of addresses assigned.
It is defined as a portion of malicious IP addresses from a given country out of all
malicious addresses, divided by the portion of addresses from that country among all
addresses observed in traffic of the monitored network. It can also be viewed as expressing
how big fraction of addresses of a country is recognized as malicious relatively to global
average5 . Formally:
LOM(c) =
Smal =

X

mal(c)
Smal
obs(c)
Sobs

mal(c),

=

mal(c)
obs(c)
Smal ,
Sobs

Sobs =

c∈C

c∈C

X

obs(c),

c∈C

where C is a set of all countries, mal(c) is the number of malicious IP addresses from
country c and obs(c) is the number of all observed IP addresses from country c. Smal and
Sobs are total numbers of malicious and all observed addresses, respectively.
The distribution of all observed addresses was taken from a sample of NetFlow data
from the network6 .
When the LOM value of of some country is greater than one, it means that IP addresses
from that country observed in our network are recognized as malicious more often than
We could define it as mal(c)
obs(c) , than it would express the fraction of country’s addresses detected as
malicious exactly. However, our definition allows us to avoid the need to know all observed addresses
over the whole month and use only a small representative subset of it to get the same results.
6
The sample consists of several smaller samples taken on different days of a week and at different
times. It should therefore represent real distribution closely.
5
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Figure 4: Locally observed maliciousness (LOM) of top-20 countries by absolute number
of addresses observed.
average in comparison to other countries. In contrary, a value smaller than one means
that addresses of that country are less often recognized as malicious and therefore traffic
from that country may be considered safer.
For example, in dataset 1, 14.8% of scanners comes from China (see Figure 1), while
only 7.0% of all observed IP addresses comes from China. Therefore, Chinese addresses
are detected as malicious more often than average in our network. Indeed, the LOM value
in this case is 14.8
= 2.1. In contrary, from USA comes 4.0% of scanners and 11.7% of all
7.0
4.0
observed IP addresses. Therefore, its LOM value is 11.7
= 0.34, meaning USA addresses
are malicious less often than average.
Figure 4 shows LOM value of 20 countries with the largest number of addresses observed in traffic. As with other figures, there is a separate plot for data about each kind
of attack (port scan and login attempt data are averages of both datasets, others are from
dataset 2).
At first, please notice the first three countries – USA, China and Russia. Regarding
port scanning, we can observe that from China and Russia comes unproportionally high
number of scans in comparison to amount of normal traffic, while from USA comes relatively small amount of scans. However, these three countries are more balanced regarding
login attempts and for exploit attempts, roles of Russia and USA are swapped. China
is slightly worse than average in all cases (except (D)DoS attacks, which are discussed
later).
There are also other countries with LOM value significantly higher than 1. These are
India and Brazil, which are among the top ones in data of all three attack types. This is
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understandable since these are very large countries (and therefore host many attackers),
while they are far from the Czech Republic and we do not expect much traffic between
them and our network.
But the plots show, that some countries exhibit very different behavior for different
types of attacks. For example, Spain is a very significant source of port scanning in our
network, while it is below average regarding login and exploit attempts. We can see
unexpectedly many port scans coming from Spain even in absolute numbers, see Figure
1 where it placed 4th. Although we tried to investigate the reasons behind it, we did
not find anything unusual about the Spain scans, all their characteristics are similar to
those coming from other countries. Similarly Italy and Taiwan are unproportionally large
sources of login and exploit attempts, respectively, but average or below average with
respect to other attack types.
We can also observe, that Czech Republic and Austria have the lowest LOM value in
all three cases. This is easily explained by the fact that CESNET is the NREN of the
Czech Republic and it has a highly utilized peering link to Austria, meaning there is a
lot of normal traffic observed from these countries. At the same time, these countries are
quite small and therefore have relatively small number of attacking addresses.
As with other statistics, (D)DoS data are very different. First, some countries from the
top 20 by number of observed addresses were not detected as a source of DDoS attack at
all. The most common sources are again geographically close countries – Czech Republic,
Austria and especially Poland. The reasons for this were discussed earlier. However,
the LOM value of Poland in unexpectedly high. The value of 20 means, that when we
observe a Polish IP address in our network, the chance that it is a source of DDoS attack
(or reflector of amplification attack) is 20 times higher than for IP addresses from other
countries. This might look shocking, but it is caused mostly by small number DDoS
attack sources in our data (315 addresses). In absolute numbers, we have detected only
122 sources of DDoS attacks in Poland. There are another 83 sources in Slovakia (which
is 21st in the number of all observed addresses, so it is not included in plots in Figure 4),
which means that numbers of sources in other countries are negligible in comparison to
these two.
As can be seen, none of the three metrics (absolute number of addresses, number
relative to total number of addresses of a country, locally observed maliciousness) is
perfect, each one has some disadvantages. But at the same time, each one unveils some
pieces of information not covered by others, so all of them might be useful in some cases.

3.2

Time correlations

The most important statistics for reputation modelling are those related to correlation in
time, i. e. whether alerts reporting the same source are repeating, how often, for how long
etc. To study time-related characteristics, we divide the datasets into subsets by date of
detection. We thus create lists of reported IP addresses for each day. Next, we analyze
these lists.
Figure 5 shows the number of addresses in each such list, separately for each dataset.
Although we can see large differences in the number of addresses detected each day, there
is no clear pattern (we might expect weekly periodicity to occur, for example).
The only anomalies are spikes in number of login attempts on 4th June and 8th and
9th December. These are the days we observed the login attempts from Bahrain, which
were discussed in Section 3.1. The spikes are however much larger than the number of
9

Figure 5: Number of reported IP addresses per day. Left y-axis is for port scan data,
right y-axis is for other attack types. Upper graph – dataset 1, lower graph – dataset 2.
the Bahrain addresses (approx. 300), which means that addresses from other countries
were probably involved in the same campaign. To find out more information, we would
need to dig deep into logs and/or flow data, but such investigation is not the goal of this
report.
Number of days an address is reported. To see if it is common that the same
address is detected repeatedly, we count the number of days in which each address was
reported. Figure 6 shows the distribution of these numbers of days, one graph for each
alert category. In all cases, most of the addresses were reported in only one day out of
the whole month (e. g. 68% of scanning addresses, 64% of those attempting to login).
Moreover, 40% of scanning ones and 42% of addresses in login data were reported by a
single alert only. Attacks from such addresses last for a short time only – either because the
addresses are indeed malicious so shortly (because the host is quickly fixed or because it
moves among different addresses, e. g. because of dynamically assigned addresses, mobile
devices, etc.) or they are targeting many various networks and ours gets on the list no
more than once a month.
On the other end, there are many addresses which are reported quite often. In particular, in scanning data, 8.5% of addresses were reported in 5 or more days. These can
be called notorious attackers. It is good to know about such addresses since there is high
chance they will continue to attack in the future. It is also interesting, that these 8.5% of
scanning addresses are responsible for 65% of all reported alerts. For login, exploit and
(D)DoS data, the addresses detected in 5 or more days are responsible for 51%, 35% and
10

Figure 6: Number of days in a month an address is detected.
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97% of all reported alerts, respectively. Although these numbers must be taken with care,
since the number of alerts heavily depends on the way they are reported by detectors (as
discussed in Section 2), it suggests that by blocking a relatively small number of the most
active attackers it is possible to take care of a large portion of attacks.
Comparison of the graphs in Figure 6 shows different characteristics of repeatability
of attacks in different categories. While scanning and login data show similar fraction of
addresses reported in one day only, the cumulative line for login data lies higher. That
means that if login attempts repeat they last longer than scanning activity on average.
Opposite trend can be observed in data on exploit attempts. As much as 85% of addresses
are observed in just a single day and only very few of them are observed in more than ten
days. As with previous characteristics, data on (D)DoS attacks are very different from
the others. Much larger portion of addresses are reported repeatedly and often in large
number of days. As discussed earlier, this is mostly because most of the reports are about
misused DNS servers. Such servers rarely change their addresses or are reconfigured, so
once attackers find them, they can keep using them for amplification for a long time.
In all cases, there are at least a few addresses that were reported in every single day
of the month and a little more addresses that were missing only a few times. Since
there are many well-known services that periodically scans the Internet for non-malicious
purposes, such as ShadowServer [6], Shodan.io [2], censys.io [5] or scanners of various
research teams, it is possible that many of the most often reported addresses belong
to these services, at least for scanning data. Therefore, we performed a reverse DNS
lookup on all IP addresses reported as scanning in 25 or more days of a month. That is
2,497 addresses in Dataset1, 9,504 addresses in Dataset 2, 368 of them common to both
datasets, making a total of 11,633 addresses. All the DNS names were manually checked.
Only 156 of them (1.3%) were identified as harmless scanners operated by well-known
organizations or research teams. Most of the others have a generic DNS record (like
198-51-100-12.dyn.provider.com), suggesting a normal DSL connection, or have no
reverse DNS record at all. Although some of these machines may be harmless as well,
long-term non-malicious scanners usually provide a way to easily identify them as such
(by a meaningful hostname and an information on associated website), so most of these
machines are probably infected by malware and used to search for potential targets of
malicious activities.

3.3

Prediction

We have shown that many addresses are being detected as malicious repeatedly, sometimes
they are repeating attacks for a very long time. Therefore, it might be possible to predict
which addresses will be detected in a near future when we know the history of addresses
detected in the past.
Figure 7 shows the probability that an address will be detected in some specific day
given that it was detected in each of n preceding days. For example, if an address was
detected as scanning in one day, there is 36% chance it will be detected again the next
day. And if a scanning address is observed for 5 consecutive days, the probability it will
be observed the 6th day is almost 80%.
For login attempts, the curve is roughly similar to the port scanning one, although
there is more than 50% chance of repeated detection after a single login attempt. In
contrary, exploit attempts are repeated much less often – only 16% addresses are detected
again the next day after an attempt. But when they are repeating for more than a few
12

Figure 7: Probability that an address will be detected in next day when it was detected
in several consecutive previous days. The line shows average computed from 20 different
days (40 for scan and login data) used as a day for prediction, the error bars show standard
deviation.
days, the probability of detection in next day is similar to other kinds of attack.
As with other statistics (D)DoS attacks behave differently. The probability that a
repeatedly detected address will be detected again is generally higher than for other
attack types. Again, this is because most of the attacks are reflection/amplification ones
and the attackers usually use the same amplification servers for all their attacks.
The lines in the plots are averages computed over several “base days”, the days for
which the prediction is done. The grey marks show standard deviation. The standard
deviation for port scan data is relatively small, which means that the estimated probability
is quite precise. However, for other types of attacks, the standard deviation is much
larger, meaning that the results are heavily influenced by randomness and therefore not
very precise. The reason is, that although we have thousands of addresses for these kinds
of attack in our dataset, there are only around a hundred in some days, making it a too
small sample for precise statistics.
The prediction may be based on other features than the number of previous consecutive
days an address was detected, for example, on the number of days an address was detected
within the last m days. This is similar to the previous but it allows “gaps” in the sequence
of detections. It can, for example, better capture the behavior of an address occurring
every other day.
Figure 8 shows such a statistic – the probability an address will be detected at some
day d, given that it was detected in n days within the total of m days preceding d.
Since requirements for a large dataset are much higher in this case then in previous
measurements, Figure 8 shows data on port scanning only. We do not have enough
samples about other attack types. Each line in the plot shows the probability for a

13

Figure 8: Probability that an address will be detected in next day when it was detected
in n out of m previous days (scan data only).
particular value of m from 1 to 10. The x-axis is the number of days an address was
detected (n), thy y-axis the estimated probability.
We can observe, for example, that if an address was detected in 7 out of 10 previous
days, there is 51% chance it will be detected the next day. The dashed line connects
points corresponding to detection in all m days – that is, the same as shown in Figure 7.
In Figure 8, we estimate the probability based on two inputs - m and n. Of course,
more inputs can be used, and not only the time-related ones. For example we can add
information about countries of origin. Any such input can further increase precision of
the prediction. However, it also increases the need for large number of samples. The
problem is, that we need a non-trivial amount of samples for each combination of input
values. The number of combinations grows exponentially with the number of inputs so
there might not be enough samples for some combinations (or any at all) if the dataset is
not really huge.
Nevertheless, the function estimating the probability can be approximated even with
smaller dataset by using machine learning methods, which is the approach we plan to
explore. Our final goal is to do prediction of future attacks using all information available
about the addresses and an algorithm based on machine learning. Experiments of this
type are however out-of-scope of this report.
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Conclusion

We have described various characteristics of sources of malicious traffic, as reported by
various detection systems connected to Warden. The main observations regarding the
geographical distribution of the sources are, that some countries are much heavier sources
of malicious activities than others. However, the particular distribution heavily depends
on the type of attack and the metric used.
We have also shown some characteristics of malicious traffic in time. We have found
that there are no apparent patterns in number of detected malicious addresses per day,
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in particular, there is no significant difference between week days and weekends. More
interesting is analysis of repeatability of attacks from the same source. It turned out that
while most of the source IP addresses are detected just once, or several times within a
single day, the number of addresses occurring repeatedly for many days is still significant.
Moreover, these addresses are responsible for majority of the detected events.
Last, we used the fact that some addresses are being detected repeatedly for estimating
the probability that some address will be detected again based on information about its
previous detections. We thus showed that attacks from the repeatedly occurring addresses
can be predicted to some extent.
All this information should be helpful with our future research of malicious traffic and
its sources, especially to design a method for estimating reputation of network entities,
which should be based on a history of detected security events related to the entity and
the predicted probability of similar future events.
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