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Preface

In 2010, CESNET observes the tenth anniversary of our very first technical report,
which was published on September 1st, 2000. Since that day, an additional 265
technical reports have been published, with their frequency over the past ten years
shown in the graph below.
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Annual counts of technical reports published by CESNET in 2000–2009.

ese technical reports have served as a valuable medium for easy, rapid
and broad dissemination of CESNET research and development results. Since
2004, most of the research and development work has been carried out within the
research intent “Optical National Research Network and its New Applications”
funded by the Czech Ministry of Education, Youth and Sports and the CESNET
member institutions.

e scope of the research and development work is quite broad, ranging from
the physical layer of optical transmission through network layer monitoring de-
vices and tools, as well as authentication and authorization middleware to various
application services. From the organizational point of view, the research team has
been divided into the following thematic activities:

— CESNET2 Backbone Network Development
— Optical Networks
— Programmable Hardware
— Network and Traffic Monitoring
— Performance Monitoring and Optimization
— AAI and Mobility
— MetaCentrum
— Virtual Collaborative Environments
— CESNET CSIRT
— Support of Applications

v



vi Preface

Along with the research intent, a very important aspect of our work is the
participation in international research projects. CESNET is currently participat-
ing in two large Seventh Framework Programme projects, GÉANT (GN3) and
EGEE III, as well as in several smaller projects.

In the first half of 2009, CESNET was the leader in the ICT area under the
Czech EU presidency. From 11 to 13 May 2009, CESNET organized an official
EU conference, e Future of the Internet, which gathered themost powerful players
from academia, research, and industry to discuss future trends in Internet devel-
opment. Jan Gruntorád, the director of CESNET, opened the 3rd Future Internet
Assembly (FIA) workshop, which was an integral part of the conference. Follow-
ing this prestigious conference, CESNET organized the e-Infrastructure Reflection
Group (e-IRG)Workshop, which is organized regularly under the auspices of the EU
presidency. CESNET provided connectivity for the CHEP 2009 Conference – Com-
puting in High Energy and Nuclear Physics, which took place from 21 to 27 March
2009 also under the Czech EU presidency.

We plan to continue our involvement in the projects belonging to the Future
of the Internet programme initiated and supported by the European Commission,
and become the coordinator of the Czech Future Internet Forum.

e present volume contains thirteen technical reports selected by the mem-
bers of the Research Intent Steering Board and activity leaders, from the total of
twenty-three that were published in 2009. We believe this selection is a represen-
tative sample of our recent research efforts and contains all of the most important
results.

e year 2010 is also the final year of the research intent. While it is still
too early for a comprehensive evaluation of its results, it can be safely stated that
the research intent has been a resounding success. Some of the prototypes devel-
oped by CESNET, such as CzechLight optical devices and hardware-accelerated
COMBO cards, have been successfully commercialized and are currently being
offered as products on the open market.

In conclusion, we would like to thank the authors of the selected technical
reports for their dedication and valuable contributions. We also want to express
the hope that the CESNET research teamwill be able to continue its creative work
in the coming years, even though the organizational and financial arrangement in
which CESNET will operate will most likely be different.

31 May 2010 Ladislav Lhotka and Pavel Satrapa, Editors
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Optical Network Technology





40 Gbps Communication Channels Test over
the CESNET2 DWDM Optical Transmission

Network

V N, K S 

Abstract

is paper describes 40 Gbps communication channels tests over the current
CESNET2 10 Gbps DWDM optical transport system, between the main CES-
NET2 PoPs in Praha and Brno. ese tests were performed with both ODB
(1OC768-ITU/C, also known as Godzilla) and DPSK+ (1OC768-DPSK/C, also
known as Godzilla+) modulations. ere were several reasons for this experi-
ment:

— Verify the solution for the possible deployment of 40 Gbps over the existing
DWDM system.

— Compare the performance of both solutions under different conditions.
— Verify the 40-Gbps IPoDWDM technology.

40 Gbps communication channels have been tested on two possible optical
paths between Praha and Brno PoPs, also called South and North paths. e
basic 2-way fibre lines parameters are:

— Southern path (299 km): OSNR=~15 dB, residual CD=153/153 ps/nm, aver-
age PMD=2.13 ps/

√
km (for both fibres), mix of G.655/G.652

— Northern path (462 km): OSNR=~15 dB, residual CD=324/424 ps/nm, aver-
age PMD=2.13 ps/

√
km (for both fibres), G.652 only.

e PMD values were not measured for all used fibres, but all the values
were estimated from a CTP (Cisco Transport Planner) simulation. e Southern
path was verified for 40-Gbps transmission by Cisco optical engineers in Monza.

Keywords: IP over DWDM, 40 Gbps transmission, duo-binary modulation

1 Introduction
e CESNET Association operates the national DWDM and IP/MPLS network

(CESNET2) covering multiple regions in the Czech Republic. e current CES-
NET2 network is built around a DWDM core providing 10 Gbps channels. It is
based on Cisco ONS15454 MSTP system with the multidegree ROADM technol-
ogy. e main DWDM ring interconnects Praha – Brno – Olomouc – Hradec
Králové – Praha PoPs with a transmission capacity of up to 32 optical channels

L. Lhotka, P. Satrapa (Editors) – Networking Studies IV: Selected Technical Reports, p. 3–9
© CESNET, 2010. ISBN 978-80-904173-8-0
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Figure 1. CESNET2 DWDM optical transport network topology

in C-band at a speed of up to 10 Gbps. e detailed CESNET2 backbone optical
topology with the DWDM technology is shown in Figure 1.

Span length and optical amplification nodes deployment are also included in
this picture. Optical fibres parameters between Praha and Brno are presented in
the Tables 1 and 2.

e CESNET2 IP/MPLS network layer is based on Cisco OSR 7600 routers
in the PoPs and operates at 10 Gbps. In 2008, the first CRS-1/16 terabit router was
installed in the main Praha PoP to enable 40 Gbps production deployment and
possible migration to 100 Gbps in the future. For the experiment Cisco Systems
loaned not only 40-Gbps cards, but all other necessary hardware needed for the
tests. It included another CRS-1/4 chassis for the Brno PoP and 10GE interfaces
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to connect the IP testers as well. Detailed technical parameters of the tested 40-
Gbps cards are available on the Cisco web pages, the main parameters are shown
in Table 3.

Table 1.Detailed parameters of optical fibres at Southern path Praha – Brno (total
length 299 km).

Fibre type G.652 G.655 G.655 G.655 G.655 G.652
FO J1 -6.50 -10.70 dB FO 70 -15.20 dB FO 69 -21.82 dB FO 68 -1.50 dB

Attenuation dB FO 69 FO 70 FO 71 -20.73 dB FO 69
[dB@1550nm] FO J2 -6.50 -11.00 dB FO 70 -14.92 dB FO 70 -22.10 dB FO 69 -1.50 dB

dB FO 70 FO 70 FO 72 -20.56 dB FO 70
Average Chr. 504 ps/nm (1) -10 ps/nm (2) 12 ps/nm (3) 230 ps/nm (4)
Disp., C-band
Chr. Disp. 571/458 ps/nm (1) -2/5 ps/nm (2) 23/32 ps/nm (3) 242/249 ps/nm (4)
@1550nm
Length 23.79 km 39.67 km 57.14 km 78.95 km 94.95 km 4.45 km

Table 2. Detailed parameters of optical fibres at Northern path Praha – Brno

Attenuation PMD Chr. dispersion Length [km]
[dB@1550 nm] [ps/

√
km] [ps/nm@1550 nm]

-17.8 0.04 1285/1288 78.0
-16.1 0.01 1252/1247 74.8
-14.1 0.01 1132/1133 67.7
-15.6 N/A 1218/1212 72.8
-11.5 0.03 930/917 55.0
-15.2 0.03 1047/1043 63.8
-11.4 0.05 804/790 48.6

Table 3. Basic optical parameters of 40-Gbps cards

Type of cards [PN] 1OC768-ITU/C 1OC768-DPSK/C
Modulation type ODB DPSK+
Framing WDMPOS WDMPOS
CD tolerance [ps/nm] ± 150 ± 700
PMD tolerance [ps] 2.5 2.5
Target distance [km] ~ 1000 ~ 2000 km
Filtering 50 & 100 GHz 50 & 100 GHz
Transmitter Power Range [dBm] -19.0 to 1.0 -19.0 to 1.0
Receiver Sensitivity [dBm] -18.0 -18.0
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2 Test Setup and Performed Tests

e 40-Gbps test topology is shown in Figure 2. In the Praha PoP 40-Gbps cards
were installed in the production CRS-1/16 router, P-section of R119 (IOS-XR
3.7.0). In the Brno PoP, CRS-1/4 router (IOS-XR 3.8.0) was used. Two Linux
workstations with the 10 Gbps interfaces and two testers EXFO FTB-200 with the
10GE test modules FTB-8510G were used as the traffic generators. e 10 Gbps
traffic generated by the testers was multiplied by the concatenated EoMPLS tun-
nels between CRS-1 routers on the 40 Gbps line. With the limited number of
available 10 Gbps interfaces it was possible to load line up to 30 Gbps only.

CESNET2 DWDM Network

North path (462 km)

10 GE

40 GE

South path (299 km)

CRS-1
R119

Test CRS-1

CRS-1
R118

R98

R106

OSA

FTP-200-1

FTP-200-2

FTB-200-1
(loopback line)

FTP-200-2
(stream generation)

Te0/13/2/0

Te0/13/0/0

Te0/10/3/0

Te0/0/0/0

Te0/0/3/0

Te0/0/2/0

EoMPLS-1

EoMPLS-2

EoMPLS-3

Figure 2. 40-Gbps test setup topology Praha – Brno

We performed the following tests:
1. ODB interfaces in Praha and Brno and optical channels on both south and

north paths.
2. DPSK+ interfaces in Praha and Brno and optical channels on both paths.
3. ODB interface in Praha and DPSK+ in Brno on both paths.

We also detected DPSK+ signal by an optical spectral analyzer in Praha PoP
and tried to display an eye diagram by the optical sampling oscilloscope EXFO
PSO-100 series with the external demodulator.
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We used the following interface settings on both sides:
— DWDM – MSA ITU Channel=47, Frequency=193.80 THz,

Wavelength=1546.917 nm, Enhanced FEC Mode (default),
— SONET – all parameters default,
— IP – MTU=9216.

e tests 1 and 2 were successfully concluded and no errors were encountered
at any level (FEC EC=0).

Figure 3 shows the spectral analyzer form of the DPSK+ signal. e RX rep-
resents output from the DWDM system and is filtered by the DMX while TX is
the direct output signal from the DPSK+ card.

Figure 3. RX and TX signals of DPSK+ interface in Praha PoP.

e detection of the eye diagram was unsuccessful for the technical problems
with the 40 Gbps optical sampling oscilloscope.

Table 4 shows the result from test 3, i.e. between the Godzilla and Godzilla+
cards. ese practical results demonstrate that ODB (the duobinary transmit-
ter that was used is also called a Phase Shaped Binary Transmitter – PSBT) and
DPSK are closely related modulation forms and can theoretically and practically
interoperate [1]. e ODB modulations achieves a correlation between adjacent
bits via the TX while the Delay interferometer (DI) in the DPSK RX creates the
same correlation. DPSK demodulator could not take advantage of the balanced
detection for the ODB input signal, which caused reduced performance.

With the same types of ODB or DPSK+ cards on both sides, we observed
Pre-FEC BER < 9.00 × 10−11. With the mix ODB and DPSK+ plus cards we
observed the Pre-FEC BER as much worse (see Table 4) and the FEC corrected
a huge amount of words. With the possible maximum load about 30 Gbps (see
Figures 4 and 5) all the words were successfully corrected and no performance
impact occurred.
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Table 4. OCHNC via both paths.

Path Southern (299 km) Northern (462 km)
Location Praha Brno Praha Brno
Modulation ODB DPSK+ ODB DPSK+
RX power [dBm] -16.87 -18.35 -15.77 -15.94
TX power [dBm] 1.05 1.06 1.05 1.06
TDC setting [ps/nm] N/A -141 N/A -60
Pre-FEC BER 2.37E-7 3.59E-9 9.48E-6 1.42E-9
EC 164429375 1226603 36437247869 62975444
UC 0 0 0 0
Q 5.9 5.85 4.30 6.01
Q Margin 5.19 6.41 3.74 6.64
Input bytes 62.79E12 41.86E12 82.27E12
Output bytes 41.86E12 62.79E12 54.85E12 82.27E12

Figure 4. Traffic load on 40-Gbps card in Praha (R119).
Input bit rate min=8.448 kbps, max=19.871 Gbps, avg=12.553 Gbps;
output bit rate min=8.431 kbps, max=29.806 Gbps, avg=18.830 Gbps.

Figure 5. Traffic load on 40-Gbps card in Brno (CRS-1/4).
Input bit rate min=6.566 kbps, max=35.686 Gbps, avg=18.616 Gbps;
output bit rate min=6.593 kbps, max=333.184 Mbps, avg=23.336 Mbps.

3 Conclusion
We verified that the CESNET2 optical transport DWDM network is ready for
the deployment of 40-Gbps within the current 10 Gbps network design. Because
the expected 40 Gbps optical channels length is less than 1000 km, the 1OC768-
ITU/C line card with the ODB modulation will be sufficient.

We compared bothODB andDPSK+ 40Gbps cards in CRS-1 routers. During
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the tests we demonstrated the functionality between the ODB and DPSK+ cards
across our DWDM system. ere was error-free data transmission, because the
E-FEC corrected all errors. ere were many corrected errors (EC) at the optical
layer, but no uncorrected words (UC). is unexpected experiment result con-
firmed the theoretical possibility that DPSK+ can be seen as an ODB transmission
for which the precoding occurs at the transmitter side and the coding/decoding
at the receiver side.

References
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Deployment of CL VMUX devices in CESNET
Experimental Facility

M H , J V , J R

Abstract

In this article we summarize properties of various technologies for VMUXes. We
then describe our practical experience with the CL VMUX, which is based on
the PLC technology. We also investigate the behaviour of the CL VMUX device
a er power loss.

Keywords: optical communication, touch-less lambda provisioning, variable
multiplexer, open photonics networks

1 Introduction
In present photonic transmission systems utilizing Dense Wavelength Division
Multiplexing (DWDM), ErbiumDoped Fibre Amplifiers (EDFA) are widely used.

ese work on the analog principle, amplifying all signals within the working
band presented on input [1]. e spectral characteristic of EDFA is not inherently
flat and thus need some gain flattening. A typical flatness of 1 or 2 dB over the
working band, typically C or alternatively L band, can be attained [2].

To ensure the same gain for all transmitted channels, the equalization of
power is necessary. Channels need to exhibit equal powers before entering a trans-
mission system or within a system in ADD/DROP nodes, where other channels are
added or dropped.

A Variable Multiplexer (VMUX) is a device which performs the task of signal
equalization and multiplexing before entering the transmission system. Alterna-
tively, it can be used for the power conditioning of particular signals leaving the
transmission system.

In this report we review the properties of various technologies for VMUXes.
We then describe our practical experience with the CzechLight (CL) VMUX,
which is based on PLC technology: the experimental deployment in the exper-
imental facility Czech Light is described and the features of remote automated
control and setup storage are summarized. In addition, device behaviour during
power loss has been experimentally verified. e report concludes with a rec-
ommendation in terms of an appropriate replacement of manual attenuation and
equalization.

L. Lhotka, P. Satrapa (Editors) – Networking Studies IV: Selected Technical Reports, p. 11–17
© CESNET, 2010. ISBN 978-80-904173-8-0
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2 Variable MUX Architecture and Technology

In principle, a VMUX consist of an attenuator array (the number of attenuators
equals the number of input channels), an optional tap, and a photo diode array
monitoring the powers of particular channels and a multiplexer.

VOA

PD

VOA

PD

VOA

PD

VOA

PD

VOA

PD

VOA

PD

VOA

PD

VOA

PD

MUX

Figure 1. Scheme of a VMUX device

At present, VMUXdevices are fabricated inmany different ways. e simplest
way, with no integration, is a simple fusing of the Variable Optical Attenuators
(VOA), which can be based onmany different principles, together with a thermally
stabilized multiplexer based on Arrayed Waveguide Grating (AWG) technology.

is approach leads to the bulky size of the device, and thus is used for small
channel counts only. In these cases, AWG mux is sometimes replaced by a in
Film Filter based multiplexer.

e more advanced solution is a hybrid or monolithic integration, where a
device is placed in a single Planar Lightwave Circuit (PLC) chip. Compared
with a VMUX device based on discrete components, the integrated device ex-
hibits worse crosstalk characteristics and a low yield, due to AWG structures, as
described in [3].

Modern components, such as Digital Light Processors (DLP), can also be
used as VMUXes. However, they are typically costly, offering Wavelength Selec-
tive Switch (WSS) functionality.
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e basic characteristics of VMUX devices are:
— Channel plan and centre wavelengths accuracy
— Bandwidth
— Insertion Loss (at zero attenuation)
— Polarization, Wavelength, Temperature Dependent Loss (PDL, WDL, TDL)
— Adjacent, Non-adjacent, Total channel isolation
— CD
— PMD
— Response time

3 CL VMUX Functionality

Currently, CL VMUX devices are based on PLC technology. ey are available
in two versions, with and without power monitoring. In the following text the
devices without power monitoring are described.

Figure 2 shows a situation when two channels are transmitted.

Figure 2. Two equalized channels.

A third channel is added, but it is not correctly equalized. VMUX allows for
equalization without interrupting other channels (Figure 3).

12 dB of attenuation is added to the channel in the middle for correct equal-
ization (Figure 4).
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Figure 3. ree channels, the middle channel is not correctly equalized.

Figure 4. ree equalized channels.

4 Deployment of CL VMUX Devices

Two 40-channel CzechLight variable multiplexers were installed at the experimen-
tal optical line Praha – Jihlava, see Figure 5.

5 Configuration of CL VMUX

CL-VMUX is accessible over an IP network and SSH. Access is limited to con-
figured IP addresses and IP networks. For a successful login, an administrator
password is required.
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DEMUX
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Figure 5. Experimental optical line Praha – Jihlava.

For attenuation setting and reading, an open source programminicom is used.
e VMUX module itself offers commands to get and set attenuation values:

— ga – Get Attenuation
— sa – Set Attenuation

Example commands follow:
Set all channels to minimal attenuation:

sa * 0

Set channels 4, 19 and 38:

sa 4 3.2
sa 19 2.0
sa 38 1.6

List of all channel settings:

ga
Ch1: 0.000 Ch11: 0.000 Ch21: 0.000 Ch31: 0.000 dB
Ch2: 0.000 Ch12: 0.000 Ch22: 0.000 Ch32: 0.000 dB
Ch3: 0.000 Ch13: 0.000 Ch23: 0.000 Ch33: 0.000 dB
Ch4: 3.200 Ch14: 0.000 Ch24: 0.000 Ch34: 0.000 dB
Ch5: 0.000 Ch15: 0.000 Ch25: 0.000 Ch35: 0.000 dB
Ch6: 0.000 Ch16: 0.000 Ch26: 0.000 Ch36: 0.000 dB
Ch7: 0.000 Ch17: 0.000 Ch27: 0.000 Ch37: 0.000 dB
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Ch8: 0.000 Ch18: 0.000 Ch28: 0.000 Ch38: 1.600 dB
Ch9: 0.000 Ch19: 2.000 Ch29: 0.000 Ch39: 0.000 dB
Ch10: 0.000 Ch20: 0.000 Ch30: 0.000 Ch40: 0.000 dB

6 Behaviour During Electrical Power Loss

VOAs and thermally stabilized AWG are active devices and thus their behaviour
without electrical power is uncertain. We experimentally verified this situation.
Figure 6 shows the device state a er an electrical power loss. A measurement was
done four times in different moments a er the power loss.

Figure 6. State before and a er electrical power loss.

Optical power fluctuates immediately a er electrical power loss. Green line
represents the state before power loss.

7 Conclusion
CL VMUX devices can clearly substitute traditional attenuators used for DWDM
channel equalization, but they need the same 24/7 power with backup as do other
active network devices. In the past, the drawback of their usage was in their high
cost compared to a traditional solution – fixed attenuators and a discrete mul-
tiplexer. However, the cost of devices is decreasing due to integration, and with
embedded power monitoring the full benefit of remote administration (especially,
in this case, channels equalization) will be achieved. We can recommend the de-
ployment of VMUXes everywhere in OpenWDM systems where lambdas need to
be equalized.
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All-Optical Wavelength Converter
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Abstract

We present a working sample of a wavelength converter with a photonic multi-
cast option. e key prototype component is the commercial module from CIP
Technologies. e device utilizes wavelength conversion in the interferometric
scheme through cross phase modulation in a semiconductor optical amplifier.
We tested conversion efficiency at 10 Gbps speeds, 40 Gbps tests will continue.
Basic setup, alignment and performance measurements are described as well.

Keywords: Optical Transmission, Photonic Network, Wavelength Conversion,
Cross Phase Modulation, Mach-Zehnder Interferometer, XPM, MZI

1 Introduction

e main advantage of Dense Wavelength Division Multiplex (DWDM) trans-
mission systems is in the simultaneous treatment of all wavelength channels, or
lambdas. ey are treated on the analog principle, thus showing the transparency
for transmission speeds and modulation formats [1]. e systems are based on
many different topologies starting from a simple chain or ring topology to com-
plicated topologies, e.g. rings of rings.

However, as the capacity of transmission systems is exhausted, it is increas-
ingly more difficult to allocate a free end-to-end lambda channel, especially in
complicated topologies. is situation is typically solved by optic-electric-optic
conversion, which lacks transparency and is expensive for very fast signals such
as 40 Gbps or more.

e issue of wavelength change can be solved by the introduction of all op-
tical wavelength conversion. Many different principles have been proposed in
the past, e.g. [2] or [3]. e most widespread is the utilization of the non-linear
properties of Semiconductor Optical Amplifier (SOA) or non-linear optical fibre.

e exploitation of SOAs offers simple integration and power amplification. We
chose the Cross Phase Modulation (XPM) in SOA, where the interference setup
is used to convert phase changes into the amplitude modulation. is conversion
can produce more lambdas carrying the same information and can be used for the
all optical multicast [4].

L. Lhotka, P. Satrapa (Editors) – Networking Studies IV: Selected Technical Reports, p. 19–26
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2 Conversion Method
e conversion is based on the cross phasemodulation phenomenon in the nonlin-

ear medium of SOA. e converter consists of the Mach-Zehnder Interferometer
(MZI) with an SOA and phase shi er (PS) placed in both its arms according to
Figure 1. e MZI is balanced by phase shi ers, without the presence of a data
signal. Phase is tuned so that the continuous signal interferes destructively at the
output of the MZI. e intensity of the data signal modulates the refractive index
of the nonlinear medium of SOA which in response changes the phase of the co-
propagating continuous signal on the new wavelength. e phase change in one
arm of the MZI breaks the interferometer balance, and the phase modulation is
converted to the amplitude modulation of the continuous signal. e bit pattern
of data signal is transferred to the continuous signal through the balancing of the
interferometer.

PS3

PS4

SOA3

SOA4

E

F

G

H

K

L

Figure 1. CIP Technologies chip

Table 1. e correct power level setting for the CW signal

Data wavelength (ITU channel) Level of CW signal Level of data signal
CW wavelength (ITU channel) [dBm] [dBm]

1545,32 nm (22) 3 2
1543,73 nm (20) 2 0

1,5 -2
-1 -5

1550,12 nm (28) 6 2
1548,51 nm (26) 4 0

2 -2
-1 -5

1554,94 nm (34) 7 2
1553,33 nm (32) 4 0

3,5 -2
0 -5
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3 Power Setting of CW

Since the response of integrated SOAs on a CIP chip is on order of tens of pi-
coseconds, SOAs have to operate in the saturated regime to provide the uniform
gain for 100 ps long data pulses. e gain saturation is achieved via a strong CW
signal. e appropriate level of the CW signal depends upon the data signal level
and wavelength. e pertinent settings are collected in Table 1 for three wave-
lengths and several levels of data signal. e correct power level of the CW signal
is 2-6 dB larger than the data signal, when the data signal level stays between -5 dB
and 2 dB.

4 Setting Up 10Gbps Data Conversion

For the conversion of a 10Gbps non-return-to-zero (NRZ) signal, a simple scheme
was employed according to Figure 2. e temperature of the CIP chip was stabi-
lized to 20°C and SOAs were biased equally. A polarization controller PC4 and
phase shi ers PS3 and PS4 were used to balance the MZI with an extinction ratio
of better than 15 dB. e PC3 adjusted the polarization of the incoming data sig-
nal. We used a long-reach DWDM XFP transceiver of 10Gbps NRZ signal and a
clock recovery unit to obtain the eye diagram for the conversion from 1550,12 nm
to 1548,51 nm (2 ITU 100 GHz channels). Figure 3 displays the contrast between
the eye diagrams of the transmitted and converted data. e eye diagram for the
converted signal is as open as for the transmitted signal, just a little noisier, which
represents the low signal degradation during the conversion process.

Data

CW PS3

PS4

SOA3

SOA4

PC3

PC4

OSC

Figure 2. Conversion scheme for 10Gbps
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Figure 3. Eye diagrams of 10Gb/s NRZ (le ) and converted NRZ signal (right).

5 Frame Error Rate Test and Eye Diagram Measurement

e bit error rate test characterizes the device or link being tested from the telecom-
munication point of view. e test tells us how strong the signal should be to allow
the transmitter-receiver pair to work under the defined bit error rate. We used the
223 − 1 test pattern with the frame size of 64 bytes and performed each measure-
ment for 32 minutes. is allows us to measure the frame error rate of transmitted
frames down to 10−11 with a 95% confidence factor. A BER tester counts the num-
ber of lost or badly received frames and compares it to the number of transmitted
frames to evaluate the frame error. We sent the converted signal through two fibre
links and estimated the frame error rate. e first link was a 125 km long SMF-TW
with a dispersion of about 4 ps/nm/km. e second link was a 65,5 km long SMF-
MC with a dispersion of about 16 ps/nm/km. e dependence of the frame error
rate on the signal level is plotted in Figure 4. One can see that the frame error rate
increases exponentially with the decrease in signal level and also increases for a
longer fibre link. We also measured eye diagrams for the converted signal prop-
agating through several fibre links. e eye diagram shows the influence of the
wavelength converter and fibre link on the final signal shape. e transmission
quality is limited by fibre chromatic dispersion and attenuation, as can be seen in
Table 2. e second and third rows in Table 2 show the degradation of the signal
due to the chromatic dispersion. Attenuation in combination with chromatic dis-
persion play a role in last three rows. e clock recovery unit was not able to lock
onto the signal a er a propagation through 63,5 km of SMF-MC fibre because of
the accumulated dispersion.

6 Working Sample Details

e working sample offers a user-friendly interface through a mini-PC mother-
board in combination with high quality optical components from CIP Technolo-
gies and Phoenix Photonics. Support electronics with a twin power supply en-
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Figure 4. Bit error rate measurement for two fibre links.

sures the reliability and longevity of the wavelength converter. e device has
two optical inputs and one optical output. e converter is housed in a 2U IPC
case, see Figure 5, to allow for server-compatible deployment.

2U case contains
— Two computer power sources from TDK-Lambda
— Mini mother board from EPIA
— Universal regulated adaptor 120W from Vanson
— Twin Regenerator from CIP technologies
— Two polarization controllers from Phoenix Photonics
— Power source and TEC control designed by Adicom
— Support electronics and fibre optics
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Table 2. Eye diagrams of conversion over 2 ITU channels measured a er fibre
links

10 km SMF-MC (~16ps/nm/km)

27,5 km SMF-MC (~16ps/nm/km)

25 km SMF-TW (~4ps/nm/km)

100 km SMF-TW (~4ps/nm/km)

63,5 km SMF-MC (~16ps/nm/km)

125 km SMF-TW (~4ps/nm/km)
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Figure 5. Prototype design in 2U case

7 Conclusion and Future Development

e wavelength converter works at the transmission rates of 10 Gbps with a low
signal degradation. e device is based on a commercial module from CIP Tech-
nologies with a possible upgrade to 40 Gbps. As the next step, we consider com-
bining a wavelength converter and a module with tunable laser sources and a
wavelength-selective switch into a wavelength multicasting switch, upgrading the
wavelength converter to 40Gbps, and making use of the second part of the CIP
module.
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G3 System – Extensions in 2009
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Abstract
e G3 system is designed to be a set of complex tools used for large scale and

continuous network infrastructure measurement visualization and reporting. We
focused on two areas of system development in 2009 – measurement capabilities
of the G3 system, especially in the area of virtual infrastructures monitoring, and
processing efficiency of the G3 stand-alone automated visualization tool – the G3
system reporter.

Keywords: network monitoring, infrastructure monitoring, SNMP monitoring

1 Introduction
We use the G3 system for a complex view on infrastructure of the CESNET2 net-
work – NREN in the Czech Republic. CESNET2 is a hybrid network offering
services at several layers. It is able to deliver (beside others) dedicated links and
infrastructures with specific transport parameters at different levels of virtualiza-
tion. Many of them are delivered (from the user’s perspective) as infrastructures
created at the CESNET2 IP/MPLS layer and consist either of EoMPLS (Ethernet
over MPLS) links or are created as VPLS (Virtual Private LAN Service). ere-
fore we focused on the measurement of virtual channels as well as Class based
QoS (Quality of Services).

On the visualization side, we observed a massive growth of reports period-
ically generated by G3 system reporter. Many of the reports are, in principle,
variants of each other, visualizing the same sets of objects in different manners
(utilization and error state reports of the same network clouds, for example). We
analyzed the situation and found several ways to improve processing efficiency in
those instances.

2 Virtual Channels Measurement

e CESNET2 IP/MPLS backbone core is currently based on Cisco technology
(CRS-1 and 76xx platforms). e natural starting point could be to adopt the
current Cisco-centric point of view on virtual channels. But we want to keep the
G3 system vendor and platform independent, so we decided, as in other cases,
to hide all vendor-specific features behind an universal abstraction layer. It is
especially the case of identification. e rest of the problem is usually understood

L. Lhotka, P. Satrapa (Editors) – Networking Studies IV: Selected Technical Reports, p. 29–44
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as an analogywith classical interfacemonitoring (with some extensions of course).
Even though there is some similarity between the view on interfaces and virtual
channels, we decided to define a new object class in the G3 system – VCHANNEL.

2.1 MIBs for Virtual Channels in CESNET2 IP/MPLS Backbone

ere are currently three MIBs that can be used to measure the various types of
virtual channel end points in IP/MPLS clouds based on Cisco technology:

— CISCO-IETF-PW-MIB: 1.3.6.1.4.1.9.10.106 – adaptation of RFC5601: Pseu-
dowire (PW) Management Information Base (MIB)

— CISCO-IETF-PW-MPLS-MIB: 1.3.6.1.4.1.9.10.107 – adaptation of RFC5602:
Pseudowire (PW) over MPLS PSN Management Information Base (MIB)

— CISCO-IETF-PW-ENET-MIB: 1.3.6.1.4.1.9.10.108 – adaptation of RFC5603:
Ethernet Pseudowire (PW) Management Information Base (MIB)

2.2 G3 Object Identifiers and VCHANNEL Identifiers

e most important task is to determine the proper object identification. We insist
on being independent of “technological” identifiers like SNMP indexes in the
G3 measurement system. We define our own identifiers – virtual items that are
constructed from a set of pre-processed measured item values. e key point is
to select such a set of items (within each class), that are resistant to re-indexing
or marginal reconfigurations on one side and are always exclusive (as a set) on
the other side. e process of building an appropriate identifier value is always
the same in the G3 system - following are the relevant steps with an INTERFACE
object class example:

Items (OIDs) that have a relationship to an appropriate instance of object (a
particular INTERFACE for example) may consist of values measured in different
parts of the globalMIB tree – like ifEntry and ifXEntry in IF-MIB, ipAddrEntry
in IP-MIB ordot3StatsEntry in EtherLike-MIB and so on in the case of INTER-
FACE class of a measured object. We call these particular components (sets of
OID having the same parent node) sections in G3 system.

Each section must be configured in the G3 measurement module to have
enough information for a successful post-processing. Itmeans that the set ofOIDs
measured (items, values and instance IDs) within each section must be able to re-
map and merge its section content with others that belong to the same object
instance (a particular INTERFACE for example). is is done with the help of
“technological” identifiers – various SNMP indexes and instance IDs.

A created object instance record contains everything that was measured in
the current measurement step for a particular instance of object class. To get
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the information needed to create an absolute identifier for each object, we need
to import the descriptive item values from the whole parent hierarchy into the
object record before constructing the identifier. at means (in the case of the
INTERFACE object class example) that descriptive items of a measured device
SYSTEM object will be imported, because the INTERFACE class is defined as a
child of the SYSTEM class within the G3 data model. is is a common principle
of the G3 identifier creation mechanism – each object has an identifier which is
exclusive absolutely. Now we should be able to construct a vendor independent
identifier resistant to SNMP re-indexing and minor reconfigurations:
1. Identifier configuration contains all item names that shall be used to construct

it. We use values of any item that exists in the object instance record.
2. We serialize all item values found in the previous step according to rules given

by identifier configuration (plain order usually).
3. We extend the serialized result with a pre-processed (also serialized) descrip-

tion of the full parent objects hierarchy.
4. We compute a hash from the string created in the previous step and make it

a temporary identifier.
5. We check for any duplicity a er creating temporary identifiers for all records

(all object instances) and make temporary identifiers the final ones when no
conflict occurs. Otherwise we have to add an SNMP index to serialized values
and compute the hash value once again. But this should never happen when
the identifier set of items is properly configured.
In the case of a VCHANNEL object class identifier, we decided to use the

following items for the first implementation – some of them are imported from
a neighbouring class according to SNMP indexes: cpwVcType, cpwVcPsnType, cp-
wVcName, cpwVcDescr, ifKeyByDescrAndIP (corresponding “local box” interface de-
scription including addressing – imported from the G3 INTERFACE class), cp-
wVcPeerAddrType, cpwVcPeerAddr, cpwVcRemoteIfString.

eremust also exist a textual (human readable) description of a virtual chan-
nel end-point. It is delivered from the same set of items. Here are some examples
of real identifiers:
— ethernet over mpls, mplsNonTe, addVlan, EoMPLS tunnel from ACONET

to PIONIER, TenGigabitEthernet4/2.403, Te4/2.403, EoMPLS tunnel
from ACONET to PIONIER, peer=ipv4; 195.113.1xx.xx; EoMPLS Pionier-
Aconet

— ethernet over mpls, mplsNonTe, addVlan, EoMPLS tunnel from SANET to
PIONIER, TenGigabitEthernet4/2.402, Te4/2.402, EoMPLS tunnel from
SANET to PIONIER, peer=ipv4; 195.113.1xx.xx; EoMPLS Pionier-Sanet

— ethernet over mpls, mplsNonTe, peer=ipv4; 195.113.1xx.xx
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— ethernet over mpls, mplsNonTe, portBased, 1GE Lousiana – super-
computing center, GigabitEthernet9/3, Gi9/3, 1GE Lousiana – su-
percomputing center, peer=ipv4; 195.113.1xx.xx

— ethernet over mpls, mplsNonTe, portBased, Cinegrid – 1GE to Prague,
GigabitEthernet9/14, Gi9/14, Cinegrid – 1GE to Prague, peer=ipv4;
195.113.1xx.xx

A similar situation will occur in the case of other vendor devices – we will just
have to extend the set of items above with equivalent or similar ones from other
vendor MIBs. is will not change any result for the formerly defined set. e
only thing we have to care for is to keep order for formerly configured items.

2.3 Items Currently Measured in VCHANNEL Class

e currently implemented solution gives a compact view on virtual channel end-
points. It gives a lot of descriptive values that the users demand – channel state
information, byte and packet counters. An example of what is currently mea-
sured is shown in Figure 1. We have not encountered any identifier collisions,
instabilities or measurement problems since September, 2009 when we put this
measurement into production mode.

3 Class Based QoS Measurement

As we stated earlier, the CESNET2 IP/MPLS backbone core is currently based
on Cisco technology (CRS-1 and 76xx platforms). And, likewise, in this area we
insist on keeping the G3 system vendor and platform independent, so we have to
solve the same problems as with the virtual channels measurement. e Quality of
Services is not similar (at the logical structure level) to anything that is currently
defined within the G3 system. A typical logical tree has three layers with policy-
maps at the top containing class-maps, each of which consists of sets of conditions
(match-statements for example) and policies (real traffic regulation). However,
we decided to define a new single object class QOS in the G3 system for the first
implementation, and to solve the internal QoS hierarchy with some analogy of
object attributes.

3.1 MIBs for Class-Based QoS in CESNET2 IP/MPLS Backbone

e CISCO-CLASS-BASED-QOS-MIB is a well documentedMIB containing ev-
erything that is requested to be measured. e only thing which we were not able
to resolve was (in our conditions with current OS versions on both platforms) the
proper ordering of objects.



G3 System – Extensions in 2009 33

Figure 1. Vchannel example.



34 T K 

3.2 G3 QoS Identifiers

Wewanted (as in the previous case) to create an identifier resistant to minor recon-
figurations, SNMP index changes, system reboots and similar events that do not
change the purpose and meaning of a particular QoS object. As we said above,
the decision was to solve any parent-child relationships with the help of attributes
– we therefore have to create an absolute identifier for each object at any layer of
the QoS logical hierarchy. e mechanism of the identifier creation is the same as
in the case of other G3 identifiers. It relies on a defined set of items in an appropri-
ate order. e following items are used (with relation to CISCO-CLASS-BASED-
QOS-MIB) in the first implementations as sources ofQOS identifier construction:
cbQosPolicyDirection, cbQosIfType, cbQosFrDLCI, cbQosAtmVPI, cbQosAtmVCI,
cbQosEntityIndex, cbQosVlanIndex, cbQosObjectsType, cbQosPolicyMapName,
cbQosPolicyMapDescr, cbQosCMName, cbQosCMDesc, cbQosCMInfo,
cbQosMatchStmtName, cbQosMatchStmtInfo, cbQosPoliceCfgPir, cbQosPoliceCfgRate,
cbQosPoliceCfgRate64, cbQosPoliceCfgBurstSize, cbQosPoliceCfgExtBurstSize,
cbQosPoliceCfgPercentRateValue, cbQosPoliceCfgPercentPirValue,
cbQosPoliceCfgCellRate, cbQosPoliceCfgCellPir, cbQosPoliceCfgBurstCell,
cbQosPoliceCfgExtBurstCell, cbQosPoliceCfgBursttme, cbQosPoliceCfgExtBursttme,
cbQosPoliceCfgCdvt, cbQosPoliceCfgConformColor, cbQosPoliceCfgExceedColor,
cbQosPoliceCfgConformAction, cbQosPoliceActionCfgConform,
cbQosPoliceCfgConformSetValue, cbQosPoliceCfgExceedAction,
cbQosPoliceActionCfgExceed, cbQosPoliceCfgExceedSetValue,
cbQosPoliceCfgViolateAction, cbQosPoliceActionCfgViolate,
cbQosPoliceCfgViolateSetValue.

As we have already said, we are currently unable to reconstruct a proper order
of objects as given by the configuration (without downloading device configura-
tion, of course). It is the case of class-maps ordering within particular policy-map.
None of the indexes or measured OIDs from CISCO-CLASS-BASED-QOS-MIB
offers the possibility to build it correctly. erefore, we decided to prefix any
class-map description with its parent policy-map description at the user interface
level, which virtually looks like the top QoS objects are class-maps. Here is an
example how the QoS identifiers may look like at the visualization level (G3 UI
navigation) – policy-map at particular interface:
— input policymap 'CESNET2-IP2MPLS-CE2PE-10GE-in' at TenGigabitEthernet1/2,

Te1/2, Line 10Gbps cluster[classmap] 'CESNET2-RealTime-DSCP' (Real-Time)
(matchAny)

• [police] cir 40000000 bps, burst 625000 B, conditional burst 1250000 B,
conform-action transmit, exceed-action drop, violate-action 0

• [matchStatement] 'Match dscp cs5 (40) ef (46)'
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— input policymap 'CESNET2-IP2MPLS-CE2PE-10GE-in' at TenGigabitEthernet1/2,
Te1/2, Line 10Gbps cluster[classmap] 'CESNET2-NetworkControl-DSCP' (Net-
work Control) (matchAny)

• [police] cir 10000000 bps, burst 625000 B, conditional burst 1250000 B,
conform-action transmit, exceed-action transmit, violate-action trans-
mit

• [matchStatement] 'Match dscp cs6 (48) cs7 (56)'

— input policymap 'CESNET2-IP2MPLS-CE2PE-10GE-in' at TenGigabitEthernet1/2,
Te1/2, Line 10Gbps cluster[classmap] 'CESNET2-CriticalTraffic-DSCP' (Crit-
ical Traffic) (matchAny)

• [police] cir 100000000 bps, burst 6250000 B, conditional burst 12500000
B, conform-action transmit, exceed-action transmit, violate-action
transmit

• [matchStatement] 'Match dscp cs2 (16) af21 (18) af22 (20) af23 (22) cs3
(24) af31 (26) af32 (28) af33 (30)'

— input policymap 'CESNET2-IP2MPLS-CE2PE-10GE-in' at TenGigabitEthernet1/2,
Te1/2, Line 10Gbps cluster[classmap] 'CESNET2-BestEffort' (Best Effort)
(matchAny)

• [matchStatement] 'Match mpls experimental topmost 0 '
• [matchStatement] 'Match dscp default (0)'
• [set] marking position mplsExp

— input policymap 'CESNET2-IP2MPLS-CE2PE-10GE-in' at TenGigabitEthernet1/2,
Te1/2, Line 10Gbps cluster[classmap] 'CESNET2-Video-DSCP' (Video)
(matchAny)

• [matchStatement] 'Match dscp cs4 (32) af41 (34) af42 (36) af43 (38)'
• [police] cir 60000000 bps, burst 1875000 B, conditional burst 3750000 B,

conform-action transmit, exceed-action transmit, violate-action trans-
mit

— input policymap 'CESNET2-IP2MPLS-CE2PE-10GE-in' at TenGigabitEthernet1/2,
Te1/2, Line 10Gbps cluster[classmap] 'CESNET2-LessEffort' (Less than Best
Effort) (matchAny)

• [matchStatement] 'Match dscp cs1 (8) af11 (10) af12 (12) af13 (14)'
• [set] marking position mplsExp, MPLS value 1
• [matchStatement] 'Match mpls experimental topmost 1 '

— input policymap 'CESNET2-IP2MPLS-CE2PE-10GE-in' at TenGigabitEthernet1/2,
Te1/2, Line 10Gbps cluster[classmap] 'class-default' (matchAny)

• [set] marking position mplsExp
• [matchStatement] 'Match any '
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3.3 Items Currently Measured in QOS Class

ere are basically three groups of information available – byte based, packet
based and bit rate based. We prefer 64 bit counters in all cases of counter type
values. Following is the list of OIDs (CISCO-CLASS-BASED-QOS-MIB) that
are currently implemented:
Packet based OIDs

cbQosCMDropPkt64, cbQosCMNoBufDropPkt64,
cbQosCMPrePolicyPkt64, cbQosMatchPrePolicyPkt64,
cbQosPoliceConformedPkt64, cbQosPoliceExceededPkt64,
cbQosPoliceViolatedPkt64, cbQosQueueingDiscardPkt64, cbQosSetAtmClpPkt64,
cbQosSetDiscardClassPkt64, cbQosSetDscpPkt64, cbQosSetDscpTunnelPkt64,
cbQosSetFrDePkt64, cbQosSetFrFecnBecnPkt64, cbQosSetL2CosPkt64,
cbQosSetMplsExpImpositionPkt64, cbQosSetMplsExpTopMostPkt64,
cbQosSetPrecedencePkt64, cbQosSetPrecedenceTunnelPkt64,
cbQosSetQosGroupPkt64, cbQosSetSrpPriorityPkt64

Byte base OIDs
cbQosCMDropByte64, cbQosCMPostPolicyByte64, cbQosCMPrePolicyByte64,
cbQosMatchPrePolicyByte64, cbQosPoliceConformedByte64,
cbQosPoliceExceededByte64, cbQosPoliceViolatedByte64,
cbQosQueueingCurrentQDepth, cbQosQueueingDiscardByte64,
cbQosQueueingMaxQDepth

Bit rate based OIDs
cbQosCMDropBitrate, cbQosCMPostPolicyBitRate, cbQosMatchPrePolicyBitRate,
cbQosPoliceConformedBitRate, cbQosPoliceExceededBitRate,
cbQosPoliceViolatedBitRate
As you can see from the above, there are some analogical items in the byte

based and bit rate based groups – both may represent the same traffic under some
conditions. But the results may slightly differ in that case (as shown in the given
class-map statistics example – Figure 2). While byte based items represent the
average bit rate between two consecutive readings of a particular counter, the rate
based item corresponds to an average rate computed at the measured device –
different timing makes different results. Here are examples for tree object types:
class-map statistics in Figure 2, match-statement statistics example in Figure 3 and
policy statistics example in Figure 4.

e current implementation of a class based QoS measurement for the above
mentioned platforms in the G3 system is still rather experimental. It is a part of a
production version of the system, but it is disabled by default (it must be explicitly
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Figure 2. Class-map statistics example.

enabled for a particular device, group of devices, or the whole measurement) and
we expect some tuning especially at the visualization level. However, we didn’t
observe any impact on system stability and reliability.

4 G3 Reporter Extension

e initial implementation of the G3 system reporter [1] was based on a fixed se-
quence of tasks which were executed according to a specific configuration. is
schememay satisfy almost all the requirements in the area of single purpose report-
ing of a specific set of objects (network cloud for example). But another situation
altogether is the case of multipurpose (multi-output) reporting of the same set of
objects in the same time periods, where this scheme is far from being efficient –
see Figure 5 as an example. Let’s imagine that “Report A” represents the utiliza-
tion of a particular network cloud and “Report B” the error state characteristics
of the same network cloud. e most demanding, and thus slowest, operations
in the G3 reporter processing scheme are performed for each report configura-
tion despite the fact that some of the operations are identical (“Object identifiers
preparation”). Other operations are similar (“Statistics computing”), but they are
performed over the same set of prepared identifiers and could be efficiently (fast
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Figure 3. Match-statement statistics example.

operation) reused during the period when they are valid (retrieved identifiers ex-
pire according to the configuration). In independent processing they have to be
periodically rediscovered (slow operation) for each report separately. It may not
be a problem when only a few objects are configured to be processed and when
the requested time periods are relaxed in relation to the number of operations re-
quested. However, when we have to process hundreds of objects in the parallel
mode, we may get into troubles.

When extending the processing scheme and the set of configuration options
in order to achieve a more efficient processing of multipurpose reports, we were
primarily motivated by the need for a better reporting on the status of the CES-
NET2 IP/MPLS backbone from the perspectives of utilization and error state.
Another example is the monitoring of the core network infrastructure of the FED-
ERICA project1 (EC Framework Programme Seven Project in the area “Capaci-

1 http://www.fp7-federica.eu/
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Figure 4. Police statistics example.

ties – Research Infrastructures”), which is one of the tasks we are responsible for.
For example, the FEDERICA core network infrastructure consists of hundreds
of interconnections and an independent processing of “network utilization” and
“network health” reports demands a lot of additional resources.

Tomake things faster andmore efficient, we decided to extend theG3 process-
ing architecture in the first step. As shown in Figure 6, we were able to separate
the data preparation processing part from the part that performs visualization.
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Figure 5. Standard G3 reporter architecture in parallel processing.
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Figure 6. Extended G3 reporter architecture supporting multipurpose reports.

e new architecture implies a periodical import of data prepared by the data
processing part (le ) into the visualization part (right). To make it more efficient,
we needed to change the frequency of data updates and imports. In the original
processing scheme, any specific operation, such as the computation of utilization,
was executed over all objects for which some particular information (utilization
value for example) expired in a continuous run. It means that a specific operation
could be executed on 100 % of the objects in a single step.

erefore, we implemented configurable limits for any specific operation to
reduce the number of objects that will be processed in a single step. We also
changed the working data savings scheme – computed data is flushed to storage
a er finishing every computing step now. is results in frequent updates of work-
ing data in the data processing part – we can set a limit of 8 objects, for example,
for which statistical data are computed in a single step and then immediately store
the results. We also attained superior distribution of processing in the time line
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for both parts. Also, in the case of the visualization part, we may configure, for
example, a limit of 4 detailed reports to be processed in a single step, and then an
optional update of the summary report will start immediately.

Finally, we changed the computed objects ordering strategy. In a network
environment, we are interested in information about both directions of data com-
munication on a single line. But there are many cases when we have to compute
results for both directions from data corresponding to one end point of the line
only. It is, in principle, an independent computation of each direction inside the
system but, with the same object identifiers. And, as was said above, these inter-
face identifiers are valid during a limited time period only. When it is used twice
(for each traffic direction) without expiration, we may have to reorder objects in
that way. Another reason for reordering objects is upon a request for executing
several specific operations (line utilization, interface errors) for each object – here
also we want to run all specific operations (even those whose former results have
not expired yet) one a er another for a single object while its identifiers are valid
(it is several times faster than the object identifiers preparation). erefore, we
implemented an option that enables forced objects ordering (in each processing
step) which is given by the first specific operation and inherited by the others.

All of these major extensions, together with other minor code optimizations,
resulted in an approximately four times faster processing (on average) of mul-
tipurpose reports (at least two types of outputs over the same set of objects) in
comparison with the earlier processing scheme. at allows for shortening the
time period of generated reports validity on one side, and decreases bursts of sys-
tem load on the other side. As an example where this approach brings valuable
benefits, we present the outputs of both cases mentioned above. ey include
a partial snapshot of the new series of CESNET2 IP/MPLS backbone maps in
Figure 7 and part of a “network health” summary report in Figure 8 with a cor-
responding detailed report for a particular interface in Figure 9, both from the
FEDERICA network core infrastructure monitoring.
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Figure 7. “Utilization map” of the CESNET2 IP/MPLS backbone.
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Figure 8. “Health map” of the FEDERICA network.
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Figure 9. “Health view” for a particular interface (picture modified) in the FED-
ERICA network.



Precise mestamp Generation Module and its
Applications in Flow Monitoring
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Abstract
Precise timestamps assigned to individual packets play an important role in net-
work traffic analysis and measurement of network infrastructure. Moreover, the
connection of precise timestamps with flow based analysis allows us to measure
the quality of end to end and other QoS-oriented applications. is technical re-
port describes a hardware module for precise timestamp generation dedicated for
the IP data flow monitoring probe FlowMon. It shows the module hardware ar-
chitecture, measurement of timestamp accuracy and concludes with a discussion
about possible use cases in flow based applications.

Keywords: precise timestamps, FlowMon, network applications, FPGA, VHDL

1 Introduction
e development of measurement and monitoring of network traffic is driven,

among other factors, by an increasing demand for improved quality of service
provided by the network. Loss-free, low delay with low jitter links are common
denominators of real-time applications such as video and audio communication,
on-line gaming, streaming and others. Unlike bandwidth, the temporal param-
eters of network connections are not that easy to improve due to factors such as
traffic mix (competing applications) and traffic dynamics (e.g. peaks, alternative
routes). Long-term and ongoing measurements are necessary to reveal bottle-
necks and point out the scope for optimizations. Since a flow measurement is an
established way of observing traffic behaviour, its extension in regard to the mea-
surement of temporal flow characteristics is only natural, for example see RFC on
IPFIX [6]. e collected flow data may serve as an input for end to end delay
analysis and other QoS-oriented applications.

e major challenge is to measure the temporal characteristics of high-speed
network traffic stably (with a low error variance) and accurately (with low error).

e reason is that conventional PC architecture, which many measurement points
are based on, cannot assign incoming packets a precise timestamp, due to several
facts:
1. e resolution of the so ware timestamp is on the order ofmeremicroseconds
2. e common crystal oscillator used in a PC is not very accurate (about 30 ppm

error)

L. Lhotka, P. Satrapa (Editors) – Networking Studies IV: Selected Technical Reports, p. 45–56
© CESNET, 2010. ISBN 978-80-904173-8-0
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3. A packet seen at the so ware layer was previously stored in several buffers
and its incoming time at the network interface differs significantly packet by
packet from its arrival time to so ware.

4. Assigning each incoming packet a timestamp requires mandatory processor
time whichmight become a bottleneck of high-speed network trafficmeasure-
ment.
To address the issue of precise packet timestamping, we propose a hardware

timestamp generation module capable of assigning a precise timestamp to each
incoming packet immediately at the network interface. Moreover, the module
could be connected to a GPS unit, in which case generated timestamps are also
very accurate. To address high-speed traffic measurement, the precise timestamp
generationmodule is instantiated in the flowmeasurement pipeline of the Flexible
FlowMon probe [5]. e probe is intended for the flow measurement of high
speed backbone links and, with its timestamp extension, we envision the analysis
of reported data to support several applications, such as one-way delay and jitter
measurement, response time measurement and the detection of stepping stones.

e Flexible FlowMon probe is based on a commodity PC running Linux OS
with PCI-Express x8 network acceleration card COMBOv21. e measurement
process with the precise timestamp generation module is implemented in the ac-
celeration card as a firmware for the Field Programmable Gate Array (FPGA). e
host PC serves as an exporter with the capability to perform further aggregation
upon reported flows.

e rest of this technical report is organized as follows: the second section de-
scribes hardware support for precise timestamp generation, the next section pro-
vides the experimental results of timestamp accuracy, and the report concludes
with a summary and use cases of precise timestamps in flow measurement appli-
cations.

2 Hardware Support for Precise mestamp Generation

2.1 System Architecture

Fully detailed flow based analysis of network traffic requires a precise timestamp
assignment for every incoming packet. It is important for inter-packet gap mea-
surement as well as for global statistics. For these purposes, an extension module
for timestamp generation (TSU) is placed directly in the input part of the whole
system. As soon as a packet arrives, the TSU is asked for a timestamp, which is

1 http://www.liberouter.org/hardware.php?flag=2
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attached to the packet in the form of a specific header (see Figure 1). A erwards,
the packet with timestamp continues on to the TSU where it is assigned a times-
tamp which is attached to the packet in the form of a specific header (see Figure
1). A erwards, the packet with the timestamp continues to the Flexible FlowMon
application, which evaluates inter-packet gaps and other required statistics.

COMBOv2+COMBOL-GPS Card

Timestamp

Module
Flexible

FlowMon

Host

Bridge

Original Packet Timestamp

FPGA

2×10 Gbps

Ethernet

PPSGPS
Receiver

NIC

NIC

CPU

PC
Ie

 B
us Correction

Algorithm

NTP
Server

Figure 1.A system architecture of TSUmodule connected with Flexible FlowMon
application.

In order to generate precise timestamps, the TSU module uses synchroniza-
tion pulses from the GPS receiver. ese pulses are generated every second (PPS -
Pulse Per Second) with accuracy defined by the GPS vendor. e TSU module is
responsible for the generation of timestamps between two PPS pulses. For more
information about precise timestamp generation, see Section 2.2.

To function correctly, it is necessary to initialize the timestamp in the TSU
module before its computation starts. Please note that the initialization of the
timestamp in the order of seconds is sufficient because the TSUmodule is respon-
sible for generation inside of a second. is initialization can be performed using
system time or one of several other more precise sources, for example NTP server,
atomic clocks etc. For more information about initialization process see [4].

Due to the inherent inaccuracy in physical clock crystals and their tempera-
ture dependency, errors (offsets against a true time) occur during the timestamp
generation process. erefore, the generator has to be corrected continually. As
the initialization and correction processes are not computation intensive and time
sensitive, they can be running at the host CPU without any effect to overall times-
tamp accuracy.

In comparison to the approach published in [4], the presented approach was
simplified significantly at the level of the TSU module as well as the architecture
of extension card for GPS signal processing. Instead of a PTM card being con-
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nected to the PCI bus, a novel and simpler COMBOL-GPSmodule was developed
(see Figure 2). In the COMBOL-GPS card, there is no need for a FPGA chip be-
cause the PPS signal is propagated down to the COMBOv2 mother card using
an LSC connector. Similarly, there is no microcontroller MSP430 present on the
COMBOL-GPS for eventual adoption of the initialization and correction pro-
cesses. ese can be handled using some of the so -core processors (e.g. MicroB-
laze) implemented directly inside the COMBOv2 FPGA chip. e COMBOL-
GPS contains only a precise crystal (1 ppm), a clock synthesizer for clock cus-
tomization, and necessary circuits.

Figure 2. COMBOL-GPS extension card

2.2 TSU Module Architecture
e module architecture for a precise timestamp generation is based on the ap-

proach described in [4]. e main task of the module is to generate timestamps
between synchronization pulses (PPS) generated by the GPS receiver. e actual
timestamp is stored in a Real me Register (RTR). e timestamp is represented us-
ing 96 bits where the first 32 bits represent the number of seconds since 1.1.1970
00:00:00 UTC and the remaining 64 bits represent fragments of a second. In each
tick of the SCLK clock signal, the value of the RTR register is incremented by a
constant stored in the Incremental Register (INC_REG).
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Figure 3. e hardware architecture of the precise timestamps generator

e incremental constant should be selected so that the value of the RTR
register is incremented by one second (i.e. the first 32 bits are incremented by one
and the lower 64 bits are as close to zero as possible) a er receiving the next PPS
pulse. Unfortunately, this is not always possible because of GPS PPS inaccuracy,
crystal inaccuracy and its temperature dependency. erefore, the incremental
constant has to be corrected continuously.

e correction process is based on a feedback control loop. As soon as the
PPS signal is generated by the GPS, the content of the RTR register is saved into
an auxiliary PPS register. e correction algorithm reads this register every sec-
ond and calculates the difference against the required value. Subsequently, this
difference is projected into the incremental constant with the result that the next
PPS values should be as close to zero as possible. For more information about
correction algorithm see [4].

2.3 Asynchronous Inputs/Outputs

To obtain the correct TSU module connections with the FlowMon application,
it is necessary to solve problems with asynchronous inputs/outputs. Two such
problematic points exist in the design: 1) Sampling of the PPS signal from the
GPS receiver, and 2) Transfer of the timestamp between the TSU module and an
application network interface.

ad 1) e rising edge of the PPS signal has to be detected by the TSUmodule
correctly, avoiding possible glimmers and metastable states. An example of such
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a circuit is shown in Figure 4 a). e PPS signal is re-sampled to the SCLK clock
using a pipeline of 4 flip-flops. is circuit considers the PPS signal valid only if
all 3 of the last registers contain the same value. e re-sampling process injects a
delay which can be as large as a single period of the SCLK clock signal. However,
this disruption dissolves in the whole PPS period (one second).

Comparator

FDD FDD FDD FDDPPS

SCLK

PPS_VALID

ASFIFO

ASFIFO

TIMESTAMP_REQ

TIMESTAMP_VALID
TIMESTAMP[64]

TIMESTAMP[64]

SCLKRXCLK

WA

a) b)

Figure 4. Sampling circuits: a) PPS signal sampling circuit, b) mestamp sam-
pling circuit

ad 2) e input packets arrive into the system at a frequency corresponding
to the input interface (125 MHz for 1Gbps Ethernet, 156 MHz for 10Gbps). is
clock is derived from the network interface directly, and can differ for each in-
put network interface in the system (it depends on the source which generated a
packet). e precise timestamp generated by the TSU module at SCLK has to be
re-sampled to the frequency of the input network interface. An example of such
a circuit is shown in Figure 4 b). It is based on two asynchronous fifos where the
first one stores the requirements for the timestamp and the second one contains
an appropriate timestamp. Similar to PPS sampling circuits, the disruption of
stability occurring during the re-sampling process corresponds to one period of
the SCK signal. Please note, this disruption arises with every incoming packet.

3 Experimental Evaluation and Results

e most important parameter of the whole system is the accuracy with which the
timestamp is assigned to every incoming packet. Let’s consider the system for Net-
flow statistics measurement on two 10Gbps ports shown in Figure 1. It is based
on a COMBOv2 card, where the TSU module is implemented together with the
Flexible FlowMon application. For a GPS receiver, we use a Garmin 18 LVC, with
an external antenna connected using a coaxial cable. e TSU module operates
at SCLK frequency 156.25 MHz generated by a crystal Connor Winfield P142-
156.25 MHz with an accuracy of ±30 ppm and a temperature stability ±20 ppm.
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e accuracy of the whole system depends on multiple elements, namely:

― Accuracy of PPS signal generated by GPS
― Accuracy of PPS signal re-sampling
― Accuracy of timestamp generation
― Accuracy of timestamp re-sampling to the network interface frequency

It the following paragraphs, we discuss the impact of individual elements on
the accuracy of the whole system.

e uncertainty of the PPS signal generation is primarily dependent on the
GPS receiver that is being used. It is defined by the vendor, and it is usually
in the range of ±1 µs. On the other hand, GPS receivers designated as a time
source achieve lower uncertainty in the range of ±50 ns. Moreover, a very specific
GPS calibration device can achieve uncertainty up to ±1 ns. Please note that this
does not represent cumulative error but rather an offset from true time, which
is generated in the GPS control centre using cesium clocks which are extremely
accurate and stable. e GPS receiver Garmin 18 LVC used in our test generates
a PPS signal with an inaccuracy ±1 µs.

e PPS signal from the GPS has to be re-sampled at the input of the TSU
module. An example of a re-sampling and detection circuit is described in Sec-
tion 2.3. Based on the circuit function, it was derived that the time offset can
achieve up to a SCLK period length, in our case: 1/156.25× 106 s = 6.4 ns.

e main objective of the TSU module is to generate timestamps inside of
a second (between two PPS pulses). e accuracy of this module is dependent
on the accuracy of the SCLK clock, its temperature stability, the incremental con-
stant resolution and correction mechanism. As it is not easy to evaluate the impact
of all factors, therefore we decided to measure the TSU module accuracy experi-
mentally. Our measurement operates in the following steps: 1) a PPS register is
read every second and 2) a time offset within the second (lower 32bits) represents
the deviation from the PPS signal generated by GPS. e results of 2 days worth
of measurements are shown in Figure 5. e time offsets usually fluctuated in the
range ±0.2 µs. At certain moments, peaks up to ±1.5 µs occurred. Unfortunately,
this measurement is also influenced by the PPS signal sampling and its inaccuracy,
which can be up to ±1 µs.

e last stage is a re-sampling of the timestamp from the SCLK clock domain
to the network interface clock domain. As derived in Section 2.3, the time offset
can achieve up to a SCLK period length, in our case: 1/156.25× 106 s = 6.4 ns.

Finally, we can summarize the results we obtained. If we are interested in
absolute accuracy, the offset of the timestamp from true time corresponds to the
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Figure 5. me offset of TSU module disciplined by GPS receiver

sum of GPS receiver offset, offsets of the PPS signal and timestamp re-sampling
circuits and the TSUmodule . As the offsets of re-sampling circuits are negligible,
the resulting offset against the true time is roughly ±2.7 µs.

For the purposes of inter-packet gap measurement, the relative accuracy is
more important than the absolute one. We measured the maximum deviation
between two consecutive time offsets (two PPS signals) and it was 1.9 µs. If we
add the GPS receiver offset, then the relative inaccuracy is 2.9 ppm up to 2.9 µs at
the most.

4 Conclusions

In this work, we implemented a module for a precise timestamp generation in
a FPGA chip. Measurement of the generator illustrated that absolute inaccuracy
from true time is in the range of ±2.7 µs, which is sufficient for most network appli-
cations. Relative inaccuracy of the generator reaches 2.9 ppm (max. 2.9 µs) and
is far superior to using only a common crystal without any correction (30 ppm).

In our future work, we will concentrate on increasing the accuracy, primarily
using aGPS receiver withmore accurate PPSpulse generation (e.g. ±50 ns). en,
we will connect a more precise crystal (1 ppm) as a SCLK clock generator and we
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will try to improve the correction algorithm.

5 Discussion
e ultimate goal of flow measurement is to provide detailed information about

traffic, while maintaining abstraction at the flow level. is results in a flow record
being extended with new statistical variables (defined by IPFIX) which either de-
scribe a packets’ property or flow temporal characteristics. A concept of Flexible
FlowMon [5] based on COMBO boards has founded a flow measurement plat-
form capable of accommodating various flow characteristics to support a broader
variety of applications. Incorporating precise packet timestamping improves the
quality of measured temporal characteristics and opens flow measurement to a
new set of applications. Several examples are discussed in the light of flexible
flow measurement combined with precise timestamping.

One-way delay and jitter measurement is the first application that has been, so
far, a domain of packet capture rather than a flow measurement. e objective of
one-way delay measurement is to optimize routing, prioritization, buffering, and
other parameters by measuring the delay between two nodes in the network. A
common practise is to generate a specialized packet that is being captured, times-
tamped, and transmitted again at points of interest while traversing the network.
An alternative approach may be built upon a set of flow measurement probes de-
ployed throughout the network, passively gathering temporal characteristics on
all the flows of our interest. Such a measurement is non-invasive (no extra pack-
ets need to be launched in the network) and at the same time performed upon
multiple hosts and applications using real network traffic.

In order to attain this type of measurement, Flexible FlowMon performs the
gathering of first order statistical variables on temporal characteristics, as well as
storing the timestamps of selected packets. A typical flow record for this type of
measurement might be composed of start-of-flow and end-of-flow timestamps and
several raw timestamps of selected packets from within the flow.

e ability to store the timestamps of mid-flow packets is very useful in over-
coming a starting period of a flow during which the delay might be longer than
for the rest of the flow. A longer delay of the first packet in the flow is a side effect
of path establishment (for example, an OpenFlow switch has to query a routing
server) or caching. e following example shows this phenomenon on a round
trip time reported by ping command:

PING XXX (XXX): 56 data bytes
64 bytes from XXX: icmp_seq=0 ttl=109 time=188 ms
64 bytes from XXX: icmp_seq=1 ttl=109 time=184 ms
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64 bytes from XXX: icmp_seq=2 ttl=109 time=180 ms
64 bytes from XXX: icmp_seq=3 ttl=109 time=178 ms
64 bytes from XXX: icmp_seq=4 ttl=109 time=177 ms

Precise timestamping allows for the correlation of gathered data, i.e. reveal-
ing a flow trajectory as well as the calculation of contributing delays caused by
each measured segment. Flow data correlation requires an accurate timestamp
from a global point of view, otherwise the correlation of data from adjacent nodes
would be prone to errors, caused by the rearrangement of timestamps and packets
observed. is means that, if a node receives a packet prior to another node, its
timestamp must precede a timestamp assigned by a subsequent node. To avoid
these errors, a sufficient distance (in the case of directly connected probes, Fig-
ure 6 (a)) and/or delay (caused by buffering, Figure 6 (b)) has to be met. A Flex-
ible FlowMon with precise timestamping reduces the required delay to 5.5 µs,
which is equivalent to 1.1 km of cable, given the signal propagation speed of
200000 km/s.

DelayDelay

FlowMon
Probe

FlowMon
Probe

FlowMon
Probe

S&F
Elementa) b)

Figure 6. Two alternatives of FlowMon probes deployment

In addition, flexibility and precise timestamping can be used to measure the
response time of application servers using real traffic, i.e. real queries and real
workload. An ongoing measurement accompanied with an automated analysis
system improves the allocation of the computational resources per application,
warns the administrator during flash crowd events or can analyze various inci-
dents, e.g. DoS, stalled queries, or service failures. e challenge is to correctly
pair query and response packets. Pairing first synchronization packets is easy, but
it does not tell very much about the response of a service, since the TCP establish-
ment process is handled purely by the operating system. A pair can be established
only for certain packets using sequence and acknowledgement numbers. Subse-
quently, it is possible to compute first order statistics on response times.

Flexible FlowMon allows for setting up its metering process to support re-
sponse time measurement, by enabling the aggregation of both directions into a
single flow record. By correctly defining triggers and operations per each field of a
flow record, a correct pair can be established and statistics computed. With a pre-
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cise timestamp module the precision of statistics is sufficient enough to measure
even short response times, which may be as short as tens of microseconds.

e detection of stepping stones [2], [1] is another exemplary use of precise
timestamping combined with flexible flow measurement. e goal is to reveal
hosts in a monitored network that have been compromised and are used by at-
tackers as mediators – stepping stones – to achieve anonymity so that their fi-
nal activities are difficult to trace back. In both cited publications, the detection
of stepping stones is based on the measurement of several flow characteristics –
packet or temporal. e combination of both groups is descriptive enough to de-
termine flows that are closely coupled, i.e. are likely to be a part of a stepping
stone chain. Among the most important characteristics are the so called ON/OFF
periods, which are short periods when the flow is active or inactive, and volume
of data transferred during these periods.

Flexible FlowMon is able to detect stepping stones if it is set up with a short
inactive timeout, allowing the measurement of the lengths of activity periods.
Moreover, a flow record may contain first order statistics on inter-packet gaps and
packet lengths, which are the main discriminators of the stepping stones detection
methods. Clearly, an accurate timestamp is vital for distinguishing between prime
and resulting flows, as well as providing a high quality input for subsequent de-
tection methods.
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Abstract

Modern networks are expected to provide a wide range of application-oriented
services. While some applications require a network to be loss-free and/or low de-
lay with low jitter, others are fault tolerant and happily trade off quality for higher
bandwidth. In order to measure these requirements and subsequently to provide
them, network nodes must be able to determine the application in traffic carried.
Since flow measurement is usually utilized to gain information about the traffic
mix, we propose to extend it with an L7 decoder based on signature matching to
identify the part of applications that are not covered by other methods, such as
port lookup, fingerprinting and behavioural analysis. As an example, we com-
pare signature matching and port lookup on a CESNET backbone link in order
to motivate our future work on a hybrid application identification system based
on a combination of several approaches.

Keywords: application identification, flow, measurement

1 Introduction
Accurate network traffic measurements are fundamental for a wide range of net-
work operations such as traffic accounting, traffic engineering, anomaly detection,
and long-term forecasting for bandwidth provisioning. Cisco Netflow or IPFIX
[6] are traditional tools to acquire data for these operations, but with the rise of
peer-to-peer and interactive communication, common means are no longer suf-
ficient to describe the heterogeneity of network utilization by applications. e
major shortcoming lies in losing the ability to identify which applications gener-
ate the traffic carried, making it very hard to use gathered flow data for further
analysis. is partial blindness compromises operations where flow data serves as
a key input for a subsequent processing. Moreover, application identification is
expected to be a growing challenge due to several factors:

1. Some applications can still be identified by their well-known transport port
number, but an increasing number of applications utilize an ephemeral port
range.

2. Ephemeral ports are used statically as well as dynamically, i.e. a portion of ap-
plications utilize the same port range, whereas others choose ports randomly.

L. Lhotka, P. Satrapa (Editors) – Networking Studies IV: Selected Technical Reports, p. 57–69
© CESNET, 2010. ISBN 978-80-904173-8-0
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3. An application may deliberately masquerade its traffic using ports assigned
to other applications (e.g. to evade a firewall).
Application identification has drawn much attention and several approaches

have evolved to address the problem. e most abstract approach, sometimes
called the classification in the dark, is the host behavioural analysis [1], [2]. Its
idea is to observe just the connections of each host and then to deduce the ap-
plication running on the host by its typical connection signature. If more details
of each connection are available, statistical fingerprinting [3] comes into play. In
this case, a feature set is collected for each flow and it is supposed that applica-
tions differ in the values of the feature set and hence leave a unique fingerprint.
Behavioural and statistical fingerprinting generally classifies traffic to application
classes rather than to any particular applications. e reason is that different ap-
plications doing the same task exhibit similar behaviour. For instance, applica-
tion protocols such as Oscar (ICQ), MSN, XMPP (Jabber) all transport inter-
active chat communications and hence have a similar behaviour, which makes it
very hard to differentiate between them. e inability to distinguish applications
within the same class might be seen as a drawback in some situations when, for
example, it is necessary to block a particular application while allowing another in
the same class. On the other hand, classification based on behavioural heuristics
is quite robust against evasion and it does not require a payload inspection, which
makes flowmeasurement a good source of input data. In our case, we can feed the
previous two heuristics with data collected by hardware Flexible FlowMon probe
[8] capable of reporting multiple chosen features per each flow.

e probe is based on a commodity PC running LinuxOSwith a PCI-Express
x8 network acceleration card COMBOv21. e measurement process is imple-
mented in the acceleration card where the host PC serves as an exporter with the
capability to perform further aggregation upon reported flows.

In order to support an accurate application identification, we enhance Flex-
ible FlowMon with an alternative application identification. e extension is
called L7 Decoder and it is based on deep packet inspection using regular expres-
sions – signature matching. Such a method is prevalent in traffic shaping systems
of commercial vendors and, if tuned properly, it allows for identifying application
protocols in the traffic carried. Moreover, if the result of the L7 decoder is com-
bined with flow data already provided by Flexible FlowMon, a complete feature
base may be created to recover the knowledge of the real application traffic mix.

e report is organized as follows. Motivation and state-of-the-art applica-
tion identification methods are described first. e second section is devoted to
the architecture of the flowmeasurement hardware with the L7 decoder. e mea-

1 http://www.liberouter.org/hardware.php?flag=2
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surement of consumed resources, identification capabilities and performance are
described in the Evaluation section. e paper concludes with a report summary
and brief outline of our future work.

2 Hardware Support for Application Identification

Flexible flow measurement inherently supports application identification by re-
porting flow statistics, but not all of them are relevant and usually some important
statistics are missing. Flexible FlowMon already addresses the lack of variability
of the measurement process by designing a customizable flow record in which
items and their corresponding operations may be arbitrarily defined. erefore,
it is not our concern to support the classification of traffic into abstract classes
using behavioural techniques, but the challenge rather is to improve the ability to
distinguish between particular applications.

As Flexible FlowMon runs on the COMBOv2 board equipped with an FPGA,
it is possible to exploit numerous programmable hardware resources to implement
an L7 decoder with the capability to derive particular application protocols. e
core of the L7 decoder is based on the highly researched problem of pattern and
regular expression matching which was shown to be suitable for hardware imple-
mentation in an FPGA [4], [5].

Although payload inspection was probably never meant to be a part of flow
measurement, it is natural enough to incorporate the results of an L7 decoder in
the flow record. Each received packet is subjected to a payload inspection. Its out-
come is attached to a packet and subsequently aggregated into a corresponding
item in a flow record.

In order to providemore insight on Flexible FlowMon and its L7 decoder, the
whole hardware flow measurement process is described in detail. e flow mea-
surement process is implemented as an application core in the NetCOPE frame-
work [7] which serves as a wrapper of FPGAperipherals such as network interfaces
and PCI-Express interface and memories (see Figure 1).

e network interface block assigns a timestamp to each correctly received
frame and forwards it to the processing pipeline. At the beginning of the flow
measurement pipeline, the input frame is parsed layer by layer in theHeader Field
Extractor (HFE), relevant fields are extracted and grouped into the so-called Uni-
fied Header Record (UHR). Reaching the end of the protocol stack identifies the
start of the application payload, which is scanned for known application signa-
tures in the L7 decoder. ese signatures are described in the form of PCRE2

(Perl Compatible Regular Expression) signatures, for example:

2 http://www.pcre.org
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Figure 1. A system architecture of the NetCOPE framework with the Flexible
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# SMTP - Simple Mail Transfer Protocol
/^220[\x09-\x0d -~]* (e?smtp|simple mail)/i

Each PCRE gets transformed through a sequence of phases into a minimized
deterministic finite automaton (DFA), as depicted in Figure 2.

Transformation

into lazy NFA
Determinization Minimalization

Transformation

into NFA

PCRE VHDL

Figure 2. Transformation sequence of PCRE into a deterministic finite automaton
described in VHDL.

e first stage is a transformation of PCRE into a non-deterministic finite
automaton (NFA) representation. Subsequent transformation to lazy NFA per-
mits increasing the throughput by accepting multiple input characters in a single
transition. Finally, the lazy NFA is made deterministic and the number of its
states reduced so that it could be compiled into VHDL. e VHDL implementa-
tion is further optimized by adding a shared character decoder, translating each
input character or a class of characters to one-hot encoding. erefore, the deci-
sion whether to perform a transition is based on an assertion of a single bit, thus
making the next-state logic really simple. Further, a symbol table must be con-
structed to support the processing of multiple characters in a single transition, by
describing all acceptable character sequences. e architecture of the L7 decoder
is shown in Figure 3.
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Figure 3. Inner structure of the L7 decoder based on regular expressionmatching.

Its input is created by a frame with the position at the start of the payload data
and the UHR. Based on the position, the L7 decoder starts to scan the payload
for all synthesized signatures in parallel. e result is encoded as a bitmap, one
bit per each signature. e bitmap is inserted into an allocated space in the UHR.
At the end of the flowmeasurement pipeline is the Flow Context Block, where the
UHR gets aggregated into a flow record, an OR function (or any other) may be
used to mix previous match results with the actual one, hence accumulating all
signatures that were matched in the given flow.

Both the extraction and payload inspection are computationally intensive
tasks and must be instantiated in multiple branches to cope with the incoming
packet rate as displayed in Figure 1. Additional logic provides support for the
correct ordering of arriving frames and their corresponding results represented
by the UHR. Frames may get reordered when a subsequent frame is processed by
a branch that is less full or the processing takes a shorter time, for example, due to
a shorter length of a packet. A solution that was implemented is to assign a ticket
to each frame, then propagate it into the result, and finally correctly to reorder the
UHR using these tickets.

e rest of the flow measurement pipeline consists of a Hash Generator, a
Flow Manager and a Flow Context Block. e Hash Generator computes Bob
Jenkins’s hash from key fields stored in the UHR, i.e. from the fields that deter-
mine which flow the packet belongs to. e computed hash serves as an index
into a flow table as well as a fingerprint to identify distinct flows. By accurately
dimensioning the length of a hash, one can minimize collisions to an acceptable
rate. e Flow Manager keeps state of each flow from a temporal point of view
to identify flows that are no longer alive or live too long so that these may be re-
ported. At the end of a pipeline, every UHR is aggregated into a corresponding
flow record by the Flow Context Block.
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3 Experimental Evaluation

e first set of experiments was focused on finding out the relationship among
the number of signatures, theoretical throughput and resource consumption. A
better understanding of this relationship is important to correctly estimate the
number and structure of signatures that fit into FPGA. e amount of resources
occupied by the L7 decoder depends on the throughput (the number of processed
bytes per clock cycle * frequency) and on the number of signatures synthesized;
these dependencies are plotted in Figures 4 and 5, respectively.

Figure 4. roughput of the L7 decoder at a maximum synthesizable frequency
(randomly generated patterns)

Based on our resource utilization experiments, we used three instances of
L7 decoder-HFE pairs. Each L7 decoder is capable of processing four bytes per
clock cycle and all together provide theoretical throughput of 9.4 Gbps at 100
MHz frequency. Such throughput is sufficient to process 10 Gbps traffic because
only the payload of a packet is processed while its header is skipped. e overall
consumed resources on Virtex-5 LXT155 are denoted in Table 1.

Table 1. Virtex-5 LXT155 resource utilization of design variants.

Design variants Slices BlockRAMs
Flexible FlowMon 54 % 27 %
Flexible FlowMon + L7 71 % 61 %
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Figure 5. FPGA resource utilization by the L7 Decoder (randomly generated sig-
natures)

Functionality and performance were subjected to the second set of experi-
ments. In order to evaluate the functionality of the L7 decoder, the rear part of
the design of Flexible FlowMon was removed. e goal was to verify that each ar-
riving packet sets the corresponding bit in the bitmap if the packet contains a sig-
nature. e flow measurement pipeline contained only the HFE, L7 decoder and
a Hash Generator, so the so ware part of the probe observed all Unified Header
Records rather than aggregated flow records. Using this setup, the design was
synthesized with several artificial signatures. When tested under the generated
traffic, it found all signatures that were contained in the packet. Moreover, 32 sig-
natures of the L7 filter3 project were synthesized a erwards to demonstrate one of
possible use cases. As an example, the L7 decoder is used to reveal the percentage
of application traffic that is transferred on to other ports than those assigned to
it, and also to reveal how much traffic cannot be recognized as a valid application
traffic on a well-known port. e experiment lasted about half an hour and was
performed on a 10 Gigabit CESNET backbone link between Brno and Prague.
Both directions of the link were monitored via a SPAN port of a Cisco router. e
actual link utilization was 5.6 Gbit/s and 683 thousand packets per second.

e observed UH records were aggregated into flow records. e application
field is aggregated by an OR function over all UHRs of the flow. Not surprisingly,

3 http://l7-filter.sourceforge.net/
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a large percentage of flows did not match any signature due to one of five reasons:

1. e SPAN port may lose packets or trim payload if under a heavy load,
2. e traffic belongs to an application which is out of the scope of our 32 ap-

plication signatures,
3. e flow started prior to the measurement process and only the end of the

flow was observed where no signature matched,
4. e flow did not proceed far enough to exhibit a known signature, e.g. it did

not finish TCP handshake,
5. the signature is not strong enough to cover the application of interest in all

its variations.

On the other hand, the number of identified packets and identified bytes is
much higher. If one or more signatures were found in a flow, then all its packets
and bytes were denoted as identified. Table 2 presents comparison of identified
flows, packets and bytes.

Table 2. Comparison of identified and unidentified flows, packets and bytes by
the L7 decoder.

Flows Packets Bytes
All 48 M 1.6 G 1.3 TB
Identified 43% 74% 81%
Unidentified 57% 26% 19%

Since this was an on-line measurement, there was no annotated data set, i.e. a
network traffic file where each packet was assigned an application class based on
supervised/manual analysis, therefore it was not possible to distinguish among
those five reasons of identification failure, hence the presented results might be
strongly influenced. Figures 6, 7, 8 and 9 demonstrate the results of HTTP, RTSP,
SIP, BitTorrent and eDonkey identification and compare the signature matching
with the port based approach. Each graph displays a flow/packet/byte distribu-
tion in each particular application protocol category. Clearly, both approaches
have their own benefits and drawbacks which are discussed in the light of each
application identification.

e identification of HTTP protocol based on both signature and port num-
ber is quite successful, bothmethods gave the same result that about 80 % of flows,
accounting for approximately 50 % of packets and bytes, is indeed an HTTP traf-
fic. About 20 % percent of flows, solely identified by port number 80, accounts
for about 50 % of packets and bytes. Such an imbalance is rather suspicious and
may reflect that a foreign traffic is tunnelled through port 80. A very small part
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Figure 6. HTTP protocol identification

Figure 7. RTSP protocol identification

of the traffic was identified as HTTP solely based on a signature. Most of these
flows targeted HTTP proxies on the port range 8000 to 9000.
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In the case of RTSP, signature matching identifies only half of the flows that
are identified by port number 554, but at the same time both methods demon-
strated that 97 % of the bytes were RTSP traffic. is behaviour is most likely
caused by the definition of a signature that matches RTSP connections contain-
ing only SUCCESS status code.

Figure 8. BitTorrent protocol identification

Peer-to-peer protocols such as BitTorrent and eDonkey are better identified
by the L7 decoder, see Figure 8 and 9. e reason is that the official port numbers
for BitTorrent are in the range from 6880 to 7000, but clearly users can change it
(and they o en do). On the contrary, it is expected that peer-to-peer applications
communicate using a dynamic port range, therefore their identification based on
port numbers is pointless.

A performance measurement was carried out to reveal the throughput of the
trimmed design. e dependency between packet length and throughput is plot-
ted in Figure 10. e pipeline consists of three parallel instances of L7 decoder-
HFE pairs to attain the wire speed throughput. e graph shows that certain
lengths cause a minor drop of performance. We analyzed this issue in depth and
discovered an inappropriate distribution policy being used in the frame splitter
in front of the HFEs.
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Figure 9. eDonkey protocol identification

Figure 10. Performance of Flexible FlowMon with the L7 extension
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4 Conclusion

Flowmeasurement is a popular way of acquiring knowledge about network traffic
and the network itself. Administrators typically use flow measurement to observe
network utilization, reveal significant sources of data transfers, debug incidents
and detect anomalies. To support these fundamental network operations, flow
measurement has evolved to its current standard in the form of IPFIX RFC [6].
We have followed this evolution and extended the capability of the flow measure-
ment element, namely Flexible FlowMon probe, with an application identification
module – the L7 decoder – based on signature matching. e task of the L7 de-
coder is to provide information about an application being carried in the packet
payload, which is not available in a standard flow measurement process.

e L7 decoder is based on matching application signatures, represented as
regular expressions, in the packet payload. Each signature is translated and op-
timized in several stages into deterministic finite automaton. e final DFAs are
described in VHDL and synthesized with the flow measurement process into a
bit-stream loadable into the FPGA. e advantage of FPGA signature matching
is the execution of all automata in parallel, hence achieving a high throughput.

e signature matching is performed on a per packet basis and its outcome is a
bitmap which is aggregated into a flow record.

e experiments performed explore FPGA resource utilization when the L7
decoder is added into the flow measurement pipeline. It was shown that payload
inspection at 10 Gb/s using 32 standard application signatures can be achieved
at the cost of approx 1/4 of Virtex-5 LXT155 resources. Practical tests were car-
ried out on a real network to present the benefits and disadvantages of applica-
tion identification based on signature matching in comparison to a port-based
approach. e results show that an L7 decoder may add valuable information to
a standard flow record if used and interpreted properly.

e report concludes with a performance measurement of Flexible FlowMon
extended with the L7 decoder based on 32 signatures adopted from the L7-filter
project. e measured performance proves that, with minor deviations, the de-
sired 10Gbps throughput was reached.

Our future work is to improve the quality of the L7 decoder by tuning ap-
plication signatures as well as to extend the functionality of the L7 decoder for
stateful protocol analysis, as opposed to simple regular expression matching. We
also envision and intend to build a high-performance application identification
system based on Flexible FlowMon, which will combine several methods, such as
port-, behavioural- and signature-based, to achieve more accurate results.
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Security Risks in IP Telephony

M V , F Ř

Abstract

is technical report deals with VoIP communication security and various tech-
niques of VoIP attacks. We divided these threats into several categories, accord-
ing to their specific behaviour and their impact on the affected system. We also
tried to find effective methods to prevent or mitigate these attacks. We focused
our work on Spam over Internet Telephony (SPIT) as a real threat for the fu-
ture. We have developed both a tool generating SPIT attacks and an AntiSPIT
tool defending communication systems against SPIT attacks. AntiSPIT repre-
sents an effective protection based on a statistical blacklist, and works without
the participation of the called party, which is a significant advantage.

Keywords: VoIP, SIP, DoS, SPIT, Security, Attack, SPITFILE, AntiSPIT

1 Introduction
Voice over Internet Protocol is, without any doubt, a step ahead in communica-
tion technologies. But, as with other technologies, there should be certain spe-
cific rules and security measures, otherwise the technology does not work prop-
erly. Nowadays, SIP protocol is the most frequently used signalling protocol in
IP telephony, however it is prone to attacks as described below. We can divide
these attacks into several categories, based on the threat behaviour [1]:

— Scanning and Enumerating a VoIP Network.
— Exploiting the VoIP Network.
— VoIP Session and Application Hacking.
— Social reats.

e second section of this technical report provides a brief and concise de-
scription of the most frequently used attacks. We tried to focus on finding out
which of the attacks offers the major potential as a future threat, and if there is an
effective defence against it. e third section deals with two tools, SPITFILE and
AntiSPIT. While we developed the first one to demonstrate a way to implement
and launch SPIT, the latter illustrates the implementation of protection against
SPIT into Asterisk (an open-source PBX) which is based on the ideas of authors
focusing on the statistical blacklist method. e final section provides our con-
clusions and summarizes the acquired knowledge.

L. Lhotka, P. Satrapa (Editors) – Networking Studies IV: Selected Technical Reports, p. 71–90
© CESNET, 2010. ISBN 978-80-904173-8-0
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2 Possible Attacks in VoIP and Protection Against em

All telecommunication channels, including VoIP, are subject to attacks. ese
may include interception, modification, or even a data loss during transport. SIP
protocol is in particular very susceptible to redirection, modification, or termina-
tion of the calls. Moreover, in IP telephony it is not possible to queue individual
packets and analyze them by off line because the communication happens in real
time. is is the main difference between the proposed security mechanisms for
classical Internet services and VoIP.

2.1 Scanning and Enumerating a VoIP Network

is is not a case of a true VoIP attack. However, if someone wants to attack
the individual components of a VoIP infrastructure, he has to locate them in the
network and try to get as much information about these VoIP elements and the
infrastructure as possible. is is how scanning and enumerating tools work.

If a potential attacker is able to obtain information about individual devices,
then he can plan the next steps of attack. A VoIP infrastructure also comprises
elements other than just VoIP phones and servers. Because the availability and
security of VoIP networks relies so heavily on the supporting infrastructure, an
attacker could focus only on devices running VoIP services. It behoves him to
identify andmap out other core network devices, including routers and VPN gate-
ways, web servers, TFTP servers, DNS servers, DHCP servers, RADIUS servers,
firewalls, intrusion prevention systems, and session border controllers, to name a
few.

For instance, if an attacker was able to locate and disqualify a TFTP server,
several models of phones trying to download configuration files on startup might
crash or stall. If we may mention specific tools which can be used for the real-
ization of this type of attack, we would choose Nmap1 for the network scan and
SIPSCAN  [4] to get the list of SIP accounts from a SIP server.

2.1.1 Protection Against Scanning and Enumerating Attacks

A well configured firewall, or a LAN divided into several virtual subnets (VLAN),
with separate servers from the end devices, will guarantee at least a partial defence
against automatic bots.

1 http://nmap.org/
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2.2 Exploiting the VoIP Network

is category includes attacks which enable obtaining detailed information about
the VoIP component, or restrict its function, or eavesdrop on calls/data that was
made between the components. ese types of attacks are the most widespread,
and include Denial of Service (DoS), or Man-in-the-Middle (MITM).

2.2.1 Denial of Service (DoS)

DoS [2], [3] affects various types of IP network services. Subscribers are not able
to use their services properly, or the function of services is limited and marked as
unusable. First, we will describe the implementation of the DoS flaw. In this case,
the attacker sends modified packets, or a sequence of packets, through a “flaw” in
the VoIP component implementation.

Sample Attack Sample AttackSoftware Layers

Voice Application

VoIP Protocols

Network Layer

(IP, UDP, TCP)

General Operating System

Services

(Web server,

Database)

INVITE Flood

Attacks

RTP Floods

Registration

Hijacking

Session Teardown

SQL Slammer

Worms

SQL Injection

SYN Flood Attacks

Trivial DoS

Attacks

Worms/viruses

targeting

operating system

Figure 1. DoS attacks on different so ware layers

ese packets may be very long and syntactically incorrect, which causes a
VoIP component to fail as it is not implemented to handle such packets. Another
example of an attack is Flood DoS. e primary feature of this attack is that the
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target component is overwhelmed by many flood packets, and then this compo-
nent is not able to work with legitimate VoIP communication packets. Legitimate
packets are either ignored or processed very slowly, and the VoIP service becomes
unusable. One variant of this type of attack is that the flood packets cause the
target system to allocate resources, or consume processing power, while waiting
for a response that will never be sent. Another variant is a Distributed DoS. Mul-
tiple systems are used to generate a massive volume of packets so that the target
systems are flooded. Another type of DoS is Application-level DoS which consists
of manipulation and changes to VoIP service properties. For example, hijacking
the registration data for an IP phone can cause a loss of any inbound call.

Based on the type of protocol (Signal or Transport), we can also determine
which DoS attack will be applied. With the signal protocol, a DoS attack can
assault any part of the VoIP system, because every VoIP component must process
signalling. In the case of a stateful SIP server, the probability of a successful
DoS attack is higher than with a stateless SIP server, because the stateful one
requires a large volume of computation to be carried out by the server. As VoIP
components very rarely use strong authentication, the probability that the attack
will be successful is rather high. Besides, most firewalls do not prevent a possible
DoS at the level of signal protocols.

Real-time Transport Protocol (RTP) is the most frequently used transport
protocol. In comparison with signal protocols, RTP is very simple and its imple-
mentation is almost free of errors. at is why the DoS implementation flaw is
not a good choice for a potential attack. However, the RTP protocol is very vul-
nerable to flood attacks, as the data are transmitted in real time and the attacker
can flood any of the VoIP components (IP phone, WAN link etc.). Udpflood [4]
or SiVus2 are, for example, the desirable choices for a flood based DoS.

2.2.2 Man-in-the-Middle (MITM)

In this case, the attacker is located between two communicating parties and is
trying to intercept and alter the data stream between the subscribers. is attack
has a general designation –man-in-the-middle [1], orMITM. AMITM attack can
capture data between participants, and also eavesdrop on intercepted calls. Nowa-
days, the most o en used MITM method is called ARP Poisoning. e method
is successful due to the fact that some systems receive and save an ARP entry in
their ARP cache, regardless of the previously sent, or not sent, ARP request. is
means that an attacker can fool one or both subscribers into thinking that the
attacker’s MAC address is the address of the other computer or SIP server. At

2 http://www.securityfocus.com/tools/3528
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this juncture, the attacker becomes a mediator between the subscribers, and may
eavesdrop on or modify any communications between them. In practise, we can
achieve ARP Poisoning through five general steps:

— Determine both of the subscribers’ MAC addresses.
— Send an unsolicited ARP reply to subscriber A, so as to indicate that theMAC

address of B has been changed to the MAC address of the attacker.
— Send an unsolicited ARP reply to subscriber B so as to indicate that the MAC

address of A has been changed to the MAC address of the attacker.
— e attacker allows IP forwarding on his computer, so that data will pass

freely between subscriber A and subscriber B.
— e attacker will capture and monitor data, or eavesdrop on the calls.

e best tool to implement the ARP Poisoning is Cain and Abel3.

2.2.3 Protection Against DoS

System hardening: hardening is based on removing unnecessary or unusable net-
work services, locking down the operating system and using an internal detection
system.

Strong authentication: VoIP components need to be sure that they are com-
municating with a legitimate subscriber. is ensures that all unauthorized at-
tempts are recognized and aborted.

Traditional firewall: A firewall can provide a very good protection against
DoS. It mitigates the attack at individual levels. Firewalls provide good security
mainly in corporate networks, where the VoIP is carried out over unsecured net-
works. A firewall can provide the following protection against DoS attacks:
DoS implementation flaw
— Monitor for known VoIP attack patterns and discard packets accordingly.
— Monitor for new forms of attacks and discard packets accordingly.

Flood DoS
— Perform signalling and media rate limiting.
— When a DoS flood is detected, quickly discard obviously malicious packets.
— Allow packets from authenticated sources.
— Maintain adequate bandwidth for known, good calls.
— Monitor for and drop rogue RTP streams.
— Monitor for and drop rogue RTP packets targeting active RTP streams.
— Monitor for and drop illegitimate packets which carry high QoS markings.

3 http://www.oxid.it/cain.html
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Application-level DoS
— Monitor for and counter external attacks such as registration hijacking and

illegal teardowns.

2.2.4 Protection Against MITM

Strict rules on the switch ports in the local network: manually entered MAC
addresses and their authorization for each switch port guarantees strong protection
against possible attackers.

LAN divided into VLAN subnets: provides an additional level of security against
simple MITM attacks.

Encryption: On the third layer of the OSI model, we can use an IPsec and VPN
tunnels, on the fourth transport layer SRTP and ZRTP on the application layer.
ZRTP has been designed mainly as a good protection against Man-in-the-Middle.
In the case of SIP, we can use a TLS encryption. Applications for ARP Poison-
ing detection include the Linux tool arpwatch [4] which observes the mapping of
MAC to IP addresses throughout the whole ARP protocol route. e equivalent
for MS Windows is Xarp4.

2.3 VoIP Session and Application Hacking

In the previous sections, we covered several forms of attacks in which malformed
packets or packet floods disrupted service for SIP proxies and SIP phones. In this
section we cover other attacks, in which an attacker manipulates SIP signalling
or media to hijack or otherwise manipulate calls. As with other attacks we have
covered so far, these attacks are simple to execute and fairly lethal.

2.3.1 Build-up Call Aborting

If the attacker wants to abort a built-up call, the SIP packet with a SIP BYE
method needs to be created. e client will receive this packet only if the call
identification alias Call-ID is the same.

e ACK packet is best suited for this modification. is packet confirms a
build-up call from the caller to the called subscriber. We only need to change one
element in the packet: the ACKmethod for BYE. If the modified packet is sent to
the called subscriber’s address, the phone will react as if the caller has ended the
call. e transaction between subscribers is controlled by a branch parameter. A

4 http://www.securityfocus.com/tools/3517
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ACK sip:7204@158.196.146.12;transport=udp SIP/2.0
Via: SIP/2.0/UDP 158.196.192.32:47998;

branch=z9hG4bK-d8754z-429c98f2694bf547-1---d8754z-;rport
Max-Forwards: 70
To: <sip:7204@158.196.146.12>;tag=as06fb1164
From: "7002"<sip:7002@158.196.146.12>;tag=9197c599
Call-ID: NzhkNmM2YzZhZDk3NjhmMDUwYTJjZWY5ZWVkMzY4MWM.
CSeq: 1 ACK
Content-Length: 0

Figure 2. Original ACK packet

BYE sip:7204@158.196.146.12 SIP/2.0
Via: SIP/2.0/UDP 158.196.192.32:47998;

branch=z9hG4bK-d8754z-f773bbf8da513d54-1---d8754z-;rport
Max-Forwards: 70
To: <sip:7204@158.196.146.12>;tag=as640fa018
From: "7002"<sip:7002@158.196.146.12>;tag=9197c599
Call-ID: NzhkNmM2YzZhZDk3NjhmMDUwYTJjZWY5ZWVkMzY4MWM.
CSeq: 2 BYE
Content-Length: 0

Figure 3. Modified BYE packet

tag parameter, which is randomly generated to identify a target, can be the same
as the original.

2.3.2 RTP Data Redirecting

We have to modify the SDP packet content for RTP packet redirecting. is pro-
tocol defines the IP address and the port which is used during the call. If the
attacker has modified this data, the subscriber’s VoIP client will send an audio
stream to a different address and port, which is a legitimate subscriber’s address.

Changed IP addresses are in o and c parameters, and the port value is changed
in m parameter. All attacks shown in this part have been realized using Scapy5.

5 http://www.secdev.org/projects/scapy/



78 M V , F Ř

v=0
o=- 0 2 IN IP4 158.196.192.32
s=CounterPath Bria
c=IN IP4 158.196.192.32
t=0 0
m=audio 58940 RTP/AVP 0 8 3 101
a=sendrecv
a=rtpmap:0 PCMU/8000
a=rtpmap:8 PCMA/8000
a=rtpmap:3 GSM/8000
a=rtpmap:101 telephone-event/8000
a=fmtp:101 0-15

Figure 4. Packet with INVITE from the client to the proxy server

v=0
o=- 0 2 IN IP4 195.113.113.147
s=CounterPath Bria
c=IN IP4 195.113.113.147
t=0 0
m=audio 58940 RTP/AVP 0 8 3 101
a=sendrecv
a=rtpmap:0 PCMU/8000
a=rtpmap:8 PCMA/8000
a=rtpmap:3 GSM/8000
a=rtpmap:101 telephone-event/8000
a=fmtp:101 0-15

Figure 5. Changed packet from the proxy server

2.3.3 Protection Against Session and Application Hacking

SIP over TCP: If you use the TCP protocol instead of the standardUDP, SIPUAs
to establish a permanent connection between themselves or with the SIP server.
For the attacker in this case it is difficult to handle registration because TCP uses
sequence numbers for each connection. Another advantage is, that we can use the
TLS protocol which provides strong encryption and authentication.

Enable authentication: Set up authentication for REGISTER and INVITE re-
quests. For REGISTER messages we can use strong passwords, because these
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messages are not exchanged between the SIP server and SIP phone as o en as
INVITE messages.

Reduction of the registration interval: e second proposed defence is to reduce
the interval between registrations. By default, this interval is set to 3600 seconds.
If we set the time, for example, to 60 seconds, even if the registration will be
removed or hijacked, a er a minute the phone will be active again.

Ports change: change the standard port for SIP signalling protocol. It is default
set to port 5060. is is a very weak but popular protection.

2.4 Social reats

Under this term we can imagine the attacks that are not focused on obtaining
information about the users accounts, eavesdropping on the sensitive data or at-
tacking VoIP components in order to disrupt its function. e attacks described
in this section are designed tomake calls with advertising content, which are, from
the perspective of the victims, very annoying. Such an attack is, for example, SPIT
(Spam over Internet Telephony), which is similar to e-mail spam.

e first type of SPIT is applied by the call centres through which advertise-
ment calls are managed by agents. Subscribers who answer the phone are sys-
tematically or randomly searched by computer and if they answer the call, they
are redirected to agents. Most advertising messages are recited by agents. e
volume of such advertisement calls is in direct proportion to the number of call
agents. Another type of SPIT, so called ‘call bots’, uses the same principle as the
call centres except that there are no call agents. e advertisement message is
replayed automatically from a computer, there is no need to employ agents. Ev-
erything is administered by the computer. Certain VoIP phones may receive an
“alert-info” SIP header. is header contains an Internet link under which the
advertising message is recorded. e message is played when the phone rings.
When this type of attack occurs, the call cannot be answered. e issue can be
solved by turning off the Internet ringing download on the telephone set. is
attack is known as Ringtone SPIT.

Most commonly, a combination of the above described attacks is used, as it
increases the chance that the SPIT attack will be successful.

2.4.1 Protection Against SPIT

Buddylist/Whitelist: Every subscriber has a list of subscribers. ose who are
not on the list cannot initiate a call. e problem arises when the subscribers that
are not on the list are regular callers and we would like to speak to them. To allow
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the calls from subscribers who are not on the whitelist is helpful to access a ’web
of trust’. Each subscriber grants his trust to several other subscribers.

Blacklist: is is a reversed whitelist. In this case, the subscriber has a list of pos-
sible SPIT attackers and these contacts do not have access to subscriber’s phone.

Statistical blacklist: Telephone providers carry out different analyses and apply
different statistical methods to create a spammer list. If a caller makes hundreds
of phone calls during a short time span, s/he is very likely to be a spammer.

Voice menu interaction: Before the caller is actually put through to the called
subscriber, the caller is directed to the voice menu where he is asked to enter a
numeric code (for example 123*) to be able to get through to the caller. is
protection is effective against caller bots ( at least, until the bots take up using a
speech recognition).

Greylist: is is amodified blacklist (whitelist) under which the phone returns the
engaged line tone to the caller who is making the call for the first time. is time,
the phone does not actually ring on the called subscriber. If the caller attempts to
make the connection again the call is connected. It increases the likelihood that
the caller is a human person and not a SPIT bot.

Law aspects: Inasmuch as telecommunication is protected by several laws, in-
stances of filtering mail or calls face several legal consequences (for example im-
prisonment). erefore, it is mandatory not only to construct technical filtering
mechanisms, but also to consider the implications arising from telecommunica-
tion or privacy protection laws and regulations.

3 Implementation of SPIT and Defence Against is Attack

is section is focused on the implementation of Spam over Internet Telephony
and a defence against this type of threat.

3.1 Motivation
As we mentioned before, attacks on Internet services have become a very real is-
sue in the global IP network. A related threat is coming with IP telephony. e
threat is called SPIT, and the acronym stands for Spam over Internet Telephony
(SPIT). When one considers the fact that spam causes up to 80-90 % of the total
number of attacks on Internet services, the threat of SPIT in the future is very
real and dangerous. Many security experts also share this view. We can state
that the only reason why SPIT has had no global impact yet is that it, as opposed
to spam, places greater demand upon computing power, hardware and network
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connectivity. But this barrier will soon be removed due to increasing technolog-
ical developments. SPIT also is far more annoying in its impact on the victim
than spam. Just imagine, unlike incoming emails with spam, which one can easily
ignore and delete, the new attack containing SPIT advertising message will ring
again and again, several times a day. is is the reason why we began developing
and implementing our own tool. is tool is called SPITFILE [4] and it is based
on the well-known SIP packet generator Sipp. e next subsection deals with
the SPITFILE application, which is programmed in Python, and which should
demonstrate how easy it is to generate this type of attack. Of course, the meth-
ods for protection against this attack are mentioned, too. We have also made a
model of an effective defence against SPIT, which we implemented in the IP PBX
so ware Asterisk under the name of AntiSPIT. AntiSPIT is based on a call rat-
ing factor and blacklist table, together it provides an effective protection against
SPIT.

3.2 SPITFILE

During the development process, we put great emphasis upon the simplicity of
using and generating SPIT attacks. is decision was made on the basis of a
study. We became acquainted with a number of implementations of VoIP gener-
ators which were suitable for a SPIT attack, but they were mostly based on rather
complex algorithms and demanded a sound knowledge of Linux-based systems.

erefore, our aim was to design and then implement a SPIT attack into an ap-
plication which would be user-friendly and possess an intuitive menu.

We opted for Python to develop our SPIT application. Python is a high-
level programming language similar to Perl or Tcl. e objective of its designed
application is to generate phone calls and to replay a pre-recorded voice message.

We had to find a suitable SIP generator which we could modify. As an accept-
able candidate, we adopted an application SIPp6 which focuses on the testing and
simulation of SIP calls in a VoIP infrastructure. SIPp is an open-source test tool
or traffic generator for the SIP protocol. SIPp can read customXML scenario files
describing both very simple and complex call flows, and also send media traffic
through RTP.

Two methods were used for dynamic cooperation with parameters inserted
into SIPp and XML. e variables correspond to appropriate parameters inserted
by the user, and they are sent to the SIPp application to initialize a voice call. For
the values which have to be dynamically inserted into a XML file, a new function
was created, enabling it to search and to change a particular value. We use the

6 http://sipp.sourceforge.net/
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library xml.dom.minidom7 for handling XML files.
Our application, called SPITFILE, implements a graphic interface for SIPp

and works with ready-made XML diagrams. us, the simulation of a SPIT attack
is made much simpler. SPITFILE was programmed in Python using wxPython8

GUI.
Its control is very intuitive – the requested values are submitted into relevant

fields and the SPIT attack is launched by clicking the SEND button. SPITFILE
is currently only available for Linux, but the source code for Windows should be
completed soon, as well. For the proper operation of the SPITFILE application,
it is first necessary to install the following packages: Python ≥ v2.6 ,Sipp ≥ v2.1,
Python-wxgtk ≥ v2.6. Our application can generate two types of attacks.

3.2.1 Direct Mode
e Direct mode generates SPIT on an IP phone directly in the local network

without using the VoIP PBX (some IP phones can refuse direct calls that avoid
SIP Proxy, the Proxy mode is more suitable for such cases). SPITFILE in Direct
mode is depicted in Figure 6. It is necessary to fill in somemandatory information,
which is used to launch the prepared attack.

3.2.2 Proxy Mode

e Proxy mode generates SPIT via VoIP PBX (SIP Proxy), and the attack there-
upon can run against anything that is available behind the Proxy, theoretically
involving not only IP phones but also ordinary phones and the whole telephone
world. As is the case with Direct mode, in Proxy mode (Figure 7) it is also neces-
sary to fill in compulsory information that is needed to create the SPIT attack.

In addition, it is necessary to obtain a user account, because a successful reg-
istration with the SIP Registrar is required before the calls via SIP Proxy can be
performed. is is the main difference between Direct and Proxy modes. e
attacker should obtain a valid account at SIP Proxy. ere exist many other ways
of obtaining the username and password, for example the applications Cain and
Abel or SIPcrack9. Both applications are a tool for sniffing and cracking the digest
authentication [3] which is used in the SIP protocol.

A successful SPIT attack (Figure 8) can be performed in the following steps:

1. e attacker fills in the SPITFILE application form.

7 http://docs.python.org/library/xml.dom.minidom.html
8 http://www.wxpython.org
9 http://www.secdev.org/projects/scapy/
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Figure 6. SPITFILE in Direct Mode

2. e inserted parameters are used in the chosen scenario generated in XML
file for SIPp.

3. SPITFILE creates a command consisting of defined parameters.
4. SIPp is launched and the phone call is initialized by the XML file.
5. SIPp is automatically terminated a er the call disconnection, but SPITFILE

is running and is ready to launch the next scheduled attack.
Before SPITFILE can be opened, preconfigured XML diagrams (direct.xml

and proxy.xml) should be imported into the /etc/ directory. A erwards we can
launch SPITFILE and choose one of the two above mentioned methods of attack
that we want to carry out.

To run SPITFILE, just type the following command to the terminal:

python <location of the SPITFILE.py file>

In Direct mode, only the target phone IP address, the number of calls, the
time between calls and, finally, an advertisement message which will be played
need to be defined.
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Figure 7. SPITFILE in Proxy Mode

e called phone rings a er the attack has been sent, and a pre-recorded voice
message is played a er the incoming call is answered. e course of an attack can
be seen as requests and responses in the SIPp application. (Figure 9) SPITFILE
has been tested both with hardware IP phones Grandstream (GXP 2000, 3000)
and with so ware IP phones (Sjphone and X-Lite).

e Proxy mode has additional fields, including the required accounts which
are consequently used for registration, such as the SIP number, username and
password. e other fields are the same as in the case of the previously mentioned
Direct type. We have tested both Asterisk PBX and Siemens hipath4000 PBX.

Now, the overriding question is, how can one defend against such type of
attacks? ere are several theoretical methods [5],  which can be implemented to
protect the VoIP equipments from SPIT attacks. ese methods were described
in section 2.4.1. All parties can assess how useful they are and whether they are
suitable for a practical implementation.
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3.3 AntiSPIT
Irrespective of the types of defence mentioned in the previous section,we decided
to design and create our own model of security application, based on a black-
list, which would provide an efficient defence against SPIT. e resulting new
application, AntiSPIT [4], is able to analyze and process the input data from Call
Detail Records (CDR), and consequently determine whether the used source will
be inserted into a blacklist. CDRs are an integral part of every PBX, and we de-
cided to implement AntiSPIT in the Asterisk PBX.  e application produces an
output which is inserted as a command which can control the blacklist. Asterisk
provides a CLI interface enabling us to create or delete the particular records in
the blacklist database.

e whole concept acts as an effective tool, and provides a SPIT recognition
and consequently a protection against SPIT attacks. In principle, the main idea of
this proposed method is based on human behaviour in the event of an unwanted
call. e called party terminates the unwanted call early on, a er the SPIT call is
answered, and the reaction becomes even faster when the unwanted call reoccurs.

e called party terminates such repeating SPIT calls in a substantially shorter



86 M V , F Ř

                              Messages  Retrans   Timeout   Unexpected-Msg
 REGISTER ---------->         1         0
      100 <----------         1         0         0         0
      401 <----------         1         0         0         0
 REGISTER ---------->         1         0
      100 <----------         1         0         0         0
      200 <----------         1         0         0         0
   INVITE ---------->         1         0         0
      407 <----------         1         0         0         0
      ACK ---------->         1         0
   INVITE ---------->         1         0
      100 <----------         0         0         0         1
      180 <----------         0         0         0         0
      200 <----------  E-RTD1 0         0         0         0

      ACK ---------->         0         0
          [ NOP ]
    Pause [    15.0s]         0                             0
      BYE ---------->         0         0
      200 <----------         0         0         0         0

    Pause [   4000ms]         0                             0
--- [+|-|*|/]: Adjust rate ---- [q]: Soft exit ---- [p]: Pause traffic ---

Figure 9. Sipp Started by SPITFILE

time interval than in the previous case. is concept is shown in Figure 10.
In this case, we can monitor the call duration from CDRs where every call

has created a record and if the call duration is shorter than a certain threshold,
the source of the calls will receive the status of a suspicious caller and a record
with that rating is created. In the case of repeated suspicious behaviour the rat-
ing will be increased. e record includes the sender’s called ID (S_CallID), the
receivers called ID (R_CallID), the rating, and will be listed in the table named
Suspicious Calls Table (herea er SCT). e maximum achieved rating factor rep-
resents a threshold limit value which makes a decision about whether the record
fromSCT is put into a Blacklist table (BLT). If a record is transferred into the BLT,
then a caller listed in such a log can not perform inbound calls for a specific time
interval (time). e BLT record contains the sender’s called ID (S_CallID), the
receivers called ID (R_CallID), and a time interval determining the ban (time).
A er the expiration of the ban time, the rating of the record is reduced by one
and is transferred back to the SCT.

However, if the inbound call is repeatedlymarked as suspicious and the thresh-
old rating factor value is exceeded, it will be put back onto the Blacklist table,
this time for a longer period of the ban time (time + x). At the same time, as the
record is inserted into the Blacklist table a database put blacklist <number> command
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is generated for the PBX Asterisk CLI. A er the ban time expiration, the record
is returned to the SCT and a database del blacklist <number> command is sent to
Asterisk CLI.

Callers who have a record in the SCT can also reduce their rating value, and
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it is also possible to completely remove them from the SCT. Once the caller car-
ries out a call with a longer duration than the set threshold limit (duration) and
his S_CallID is a part of the record in the SCT, then the suspicion mark is con-
sequently reduced by one. If the caller does not have a record in the SCT, then
he is a certified subscriber and no action is required. e process is denoted in
Figure 10.

AntiSPIT has been created using the “LAMP” environment –meaning Linux,
Apache web server, MySQL databases and PHP. AntiSPIT offers user-friendly
administration through a web front-end enabling a user to set the key parameters
such as the length of call interval (duration), maximum achieved rating factor
(max rating), and ban time (time). e web front-end  also enables monitoring
and the management of both the SCT table and the BLT table. AntiSPIT can be
downloaded10 and freely distributed under the GPL.

Figure 11. AntiSPIT web interface.

10 https://sip.cesnet.cz/cs/swahw/asterisk
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4 Conclusion
is technical report has dealt with the problem of VoIP attacks and methods to

initiate such attacks, as well as a defence against them. We divided the threats
into several categories and mentioned the specific techniques on how to apply
these attacks in real-case. Our task was to determine which of the attacks are
currently the biggest threat for VoIP networks and to analyze the potential risks
and defences against them.

For this purpose, we developed a SPITFILE application and AntiSPIT. Some
of the above described security measures, or a combination thereof, should be
implemented in every IP-ready PBX. is should enhance the protection against
SPIT attacks.

However, as effective SPIT attack methods are being developed very quickly,
further intensive research is needed to guarantee the security of VoIP systems.

Fortunately, most telephone calls are charged, which puts some burden on
the attackers, but we cannot not rely on it. SPIT is a threat hanging over the
telephony world like the sword of Damocles. We hope that applications such as
AntiSPIT will help to define and perfect ideas about how to defend against the
new SPIT attacks, and enable us to break this imaginary sword.
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Impact of IPsec on Speech Quality
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Abstract
is technical report deals with an analysis of voice over secure communication

links based on IPsec. e security increases an overhead, hence requires a change
in a bandwidth allocation. We deal with issues such as its calculation and the
impact of packet loss and delay on speech quality. Such basic information de-
scribing the transmission path is important to enable in the estimating of overall
speech quality. e achieved results should help in network design and opti-
mizations, as network operators need to maintain certain desired levels of service
quality.

Keywords: VoIP, R-factor, E-model, IPsec, SRTP

1 Introduction
First of all, we would like to point out that our research began last year and that
we have already published a technical report [1] and a paper [2] concerning the
impact of security on speech quality in TLS environment. We applied a general
method of bandwidth calculation and found significant overhead in the imple-
mentation of OpenVPN that requires a double bandwidth in case of G.729 or
G.723.1 codecs.

Unfortunately, Datagram Transport Layer Security [3] has not been imple-
mented yet in OpenVPN. We expect that future versions of OpenVPN will tend
to use DTLS as the security layer. DTLS is very similar to TLS and adds minimal
overhead to the previously non-DTLS capable application. In the past, it was not
necessary to focus on UDP protocol. Nowadays, a number of application layer
protocols designed to use UDP transport are used, RTP being one of them. is
is the reason why OpenVPN appears to be noneffective.

e first part of the report is devoted to the general relations with respect to
bandwidth requirements. e second and third part focus on SRTP and IPsec.

e results achieved are summarized in tables and are compared with pure RTP.
e following chapter describes our contribution to the computational model of

speech quality. e last part of this report consists of a brief summary and an
acknowledgement.

L. Lhotka, P. Satrapa (Editors) – Networking Studies IV: Selected Technical Reports, p. 91–100
© CESNET, 2010. ISBN 978-80-904173-8-0
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2 Bandwidth Requirements

e relations which were presented in the technical report [1] take into account
factors such as codec used, timing, payload size, number of concurrent calls and so
on. e basic steps of speech processing on the transmission side are encoding and
packetization. RTP packets are sent at given times and the difference between two
consecutive packets depends of the timing variable. e total bandwidth BWM

can be determined as:

BWM = MCR

(
1 +HRTP +H1 +H2 +H3

PS

)
. (1)

Variable M represents the number of concurrent calls, PS [b] payload size and
CR [bps] codec rate. Besides HRTP including a packet header at the application
layer, there is the sum of lower located headers of the OSI model, where H1 [b]
is the media access layer header, H2 [b] the Internet layer header and H3 [b] is
the transport layer header. Figure 1 presents bandwidth as a function of timing
and the number of concurrent calls for G.729 codec. If we want to calculate the
required bandwidth, we first need to determine contribution at particular layers.

Figure 1. Bandwidth as a function of timing and the number of concurrent calls
for G.729 codec.
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3 Secure RTP

SRTP is a transport protocol providing confidentiality and message authentica-
tion. Its specification is stated in recommendation RFC 3711 [4] which provides
a framework for the encryption and message authentication of RTP and RTCP
streams [4]. SRTP defines a set of cryptographic transforms which are based on
an additive stream cipher for encryption and a keyed-hash based function for mes-
sage authentication. e format of an SRTP packet is described in RFC 3711 on
page 5. When comparing it with the format of RTP we can claim that SRTP is a
profile of RTP, the components of the header are the same, only the payload is
encrypted and the last item contains an authentication tag. is tag is not manda-
tory but is recommended, the authentication algorithm HMAC SHA-1 protects
the integrity of the entire original RTP packet as is shown in Figure 2.

HMAC

SHA-1
auth_key

RTP/RTCP payload

auth tag

160 bits 80/32 bits

Figure 2. Authentication tag in SRTP

e authentication tag is the only SRTP addition to the original RTP packet,
containing usually either 4 or 10 bytes.

Authentication ensures that attackers can neither modify any packets in the
stream nor insert additional information. e authentication operation is per-
formed a er the encryption operation and protects the entire RTP packet. RTP
and SRTP payload sizes match exactly. e default cipher is AES in two modes
of operation. e first is the f8-mode (used in UMTS) and the latter is the counter
mode AES-CTR commonly used in SRTP, depicted in Figure 3.

Initialization vector IV is obtained from the following expression:

IV = (ks · 216)⊕ (SSRC · 264)⊕ (i · 216). (2)

SSRC identifies the synchronization source. e value is chosen randomly, with
the intent that no two synchronization sources within the same RTP session will
have the same SSRC. e parameter ks represents a salt key and i is an index of
SRTP packet on the sender side, its value is incremented with every SRTP packet
sent. e encryption key encr_key and others, such as salt_key and auth_key,
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keystream generator

AES-CTR

IV

encr_key

RTP/RTCP payload encrypted payload+
XOR

128 bits

128 bits

IV = f(salt_key, SSRC, packet index)
112 bits

Figure 3. Payload encryption in AES-CTR mode

are obtained from a key derivation function. ese respective security keys are
securely derived from the master key. It means that a single master key provides
keying material for the confidentiality and integrity of the SRTP stream. Now,
we apply the Equation (1) to the SRTP with a 10 bytes authentication header and
obtain the results depicted in Table 1.

Table 1. Comparison of RTP and SRTP bandwidth requirements.

Codec Bit Rate Payload Size RTP bandwidth SRTP bandwidth
[kbps] [bytes] [kbps] [kbps]

G.711PCM 64 160 90.4 94.4
G.729CS-ACELP 8 20 34.4 38.4
G.723.1ACELP 5.3 20 22.9 25.6

A new protocol in the field of media security is ZRTP (Zimmermann RTP). It
consists of a security enhancement for SRTP [6]. ZRTP suggests a protocol for a
media path Diffie-Hellman exchange to agree on a session key and parameters for
establishing SRTP sessions. e ZRTP protocol is media path keying because it
is multiplexed on the same port as RTP and does not require any support in the
signalling protocol. ZRTP does not assume a Public Key Infrastructure (PKI) or
require the  complexity of certificates in end devices. For the media session, ZRTP
provides confidentiality, protection against man-in-the-middle (MiTM).
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4 IPsec
IPsec is a suite of protocols for securing IP communications by authenticating
and encrypting each IP packet of a data stream. IPsec also includes protocols for
establishingmutual authentication between agents at the beginning of the session
and negotiation of cryptographic keys to be used during the session.

e baseline IPsec architecture and fundamental components of IPsec are de-
fined in RFC 2401 [5]. Among all IPsec protocols, there are two specific protocols
to provide traffic security:
— Authentication Header (AH),
— Encapsulating Security Payload (ESP).

AH provides connectionless integrity, data authentication and optional re-
play protection but, unlike ESP, it does not provide confidentiality, so AH is
used to authenticate but not encrypt IP traffic. Consequently, it has a much sim-
pler header than ESP. Authentication is performed by computing a cryptographic
hash-based message authentication code over nearly all the fields of the IP packet,
and stores this in a newly-added AH header and sends it to the other end.

ESP provides confidentiality, data integrity, and optional data origin authen-
tication and anti-replay services. It provides these services by encrypting the orig-
inal payload and encapsulating the packet between a header and a trailer.

IPsec may operate in two distinct ways, the transport and tunnel mode, de-
pending upon whether the secure communication is between two endpoints di-
rectly connected or between two intermediate gateways to which the two end-
points are connected.

In transport mode, an IPsec header (AH or ESP) is inserted between the IP
header and the upper layer protocol header. In this mode, the IP header is the
same as that of the original IP packet except for the IP protocol field and the IP
header checksum, which is recalculated. In this mode, the destination IP address
in the IP header is not changed by the source IPsec endpoint. In tunnel mode,
the original IP packet is encapsulated in another IP datagram and an IPsec header
(AH or ESP) is inserted between the outer and inner headers.

payloadorig. IPnew IP RTPUDP ESP trailerESP headerAH

encrypted

Figure 4. RTP packet in IPsec tunnel mode (ESP+AH)

For the calculation of bandwidth (1) corresponding to an IPsec scenario, it is
necessary to resize the payload size and to add the total contribution of the var-
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ious headers of the distinct layers. An exact mathematical expression is possible
but it is rather complex. We used an approximation based on an empirical de-
termination of the constant for IP header HIPsec, which represents H2 in the sum
H1 + H2 + H3 applied to the basic expression (1). We have proved the validity of
this approach in an experiment with OpenSwan.

OpenSwan is an Open Source implementation of IPsec for the Linux operat-
ing system. It is a continuation of the former project FreeS/WAN. Empirically it
was established that the calculation can be considerably simplified and still pro-
vide relevant results. e values below were achieved in measurements repeated
three hundred times in an IPsec environment using the AES cipher (ESP tunnel
mode included in AH, fig. 4). e values were designed for three codecs under
the same conditions as in Table 1:

— G.711, HIPsec = 704 b
— G.729, HIPsec = 672 b
— G.723.1, HIPsec = 672 b

We apply the values to relation (1), the results are depicted in Table 2.

Table 2. Comparison of bandwidth needed for RTP with that for RTP encapsu-
lated in IPsec.

Codec Bit Rate Payload Size RTP BW RTP-IPsec BW

[kbps] [bytes] [kbps] [kbps]
G.711PCM 64 160 90.4 117.6

G.729CS-ACELP 8 20 34.4 60
G.723.1ACELP 5.3 20 22.9 40

e results were verified in a testbed based on OpenSwan, from a total of
300 measurements. We determined the standard deviation σ, for G.711 σ = 0.51,
for G.729 σ = 0.59, for G.723.1 σ = 0.5 and we are able to claim that the chosen
approach provided the results with a high accuracy.

5 R-Factor Calculation
Nowadays, the so-called E-Model is the preferred new approach. It has been de-
scribed in ITU-T G.107 [9],  updated in April 2009. It is mainly empirical by na-
ture and was developed on the basis of large amounts of auditory test data (both
Listening Only Tests and Conversation Tests).

e E-model takes into consideration the impairments due to talker echo and
transmission delay and can hence be used to predict quality in conversation. It
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was compiled as a combination of different quality predictionmodels in the frame-
work of the ETSI (European Telecommunications Standards Institute). e pri-
mary output of the E-model is the Rating Factor, R, also known as the R-factor.

e R-factor is calculated based on adding assumed impairment factors in a trans-
mission path, and is a result of an algorithm based on 21 parameters related to the
terminal factor, the environment factor, the network factor and so on. e com-
putational tool was implemented in Java in accordance with the E-model and can
be downloaded1, including its source code.

Figure 5. e computational tool in accordance with Simplified E-model.

We are able to state that the progress in the field of the automatic gain control
and the echo cancellation reached a high level. If we only considered the impact
of IP network, the calculation could be significantly simplified.

e modified E-model was designed with VoIP systems in mind and includes
terms for codec, delay and packet loss, depicted in Figure 6.

factor Id

factor Ie−ef

R → MOS

delay

codec
packet loss

Id

Ie−ef

Figure 6. Simplified E-model.

1 http://homel.vsb.cz/~voz29/Emodel1.0.zip



98 M V , F Ř

is makes it easier to apply to VoIP systems than the other models. e fol-
lowing relations represent a modified E-model in Figure 6. e impact factors Is
and A are suppressed in this simplified E-model, and the variables and principles
used are explained in another technical report [1].

R = R0 − Ig − ID − IE−EF +A = 93.3553− ID − IE−EF

= IE + (95− IE) ·
Ppl

Ppl

BurstR
+ Bpl

(3)

Our new contribution concerning this field is the regress function describing the
dependability of factor Id on end to end delay. is regression can be used up
to end-to-end delay 400 ms. We utilized the values achieved in measurements in
AT&T laboratory [7].

Id =

{
0.0267 · T, T < 175 ms,
0.1194 · T − 15.876, 175 ms ≤ T ≤ 400 ms.

(4)

Pearson’s correlation coefficient between values achieved by measurements
and the calculation in proposed regression is r = 0.99. A value of 1 implies that
the equation describes the relationship perfectly.

Figure 7. Dependency of MOS on Delay, a validity for codec G.729
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e simplified version of the E-model was also implemented in Java and can
be downloaded2 including its source code. e tool provides not only the result,
i.e. the value of R-factor or MOS, but also a graph showing the dependency of
the estimated speech quality on the delay or packet loss, see Figure 7.

6 Conclusion
is report is an extension of the previous work on the impact of security on the

quality of VoIP calls in a TLS environment [1]. e new contribution is the pre-
sented method of bandwidth calculation in the network using IPsec, the validity
of general relation (1) that has also been proved for SRTP and finally the contri-
bution to the computational model of speech quality, partly by the new regression
for factor Id and partly by the computational tool programmed in Java in accor-
dance with recommendation ITU-T G.107 [8], [9], [10].
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VirtCloud: Virtual Network for
User-controlled Virtual Clusters

D A, L  M, P H, J  S

Abstract

Networking infrastructure is a vital part of virtual computer clusters. is report
describes VirtCloud, a system for interconnecting virtual clusters in a state-wide
network based on advanced features available in academic networks. e system
supports dynamic creation of virtual clusters without the need of run-time admin-
istrative privileges on the backbone core network, encapsulation of the clusters,
controlled access to external sources for cluster hosts, full user access to the clus-
ters, and optional publishing of the clusters. e report describes architecture of
the system, and prototype implementation in MetaCenter (Czech national Grid
infrastructure) using Czech national research network CESNET2. Feasibility of
the concept is evaluated through a series of measurements demonstrating that
the network performance of the system is satisfactory.

Keywords: virtual network, virtual cluster, VirtCloud

1 Introduction
Advances of MetaCenter1, the Czech national Grid infrastructure, have been cou-
pled with virtualization concepts and technologies in the last few years. Virtu-
alization enables tailoring of Grid environments to the needs of their users in
previously unprecedented ways, making them more attractive for broader user
communities.

e major part of MetaCenter computation resources is currently virtualized.
Virtual machines are managed by Magrathea, a service MetaCenter has designed
and implemented [20]. e virtual nature of the resources is mostly hidden to the
end users due to integration with the resource management system.

Virtualizing computer clusters as the basic building block of theGrid environ-
ment also involves the interconnecting networking infrastructure. Traditionally,
the network is understood as a “fixed resource” in the Grid, an omnipresent sub-
strate for data transfers. is view is not sufficient for virtual clusters. Virtual
clusters are dynamically mapped to the physical infrastructure, and this mapping
is indirectly controlled by the users by means of Grid middleware.

1 http://meta.cesnet.cz/

L. Lhotka, P. Satrapa (Editors) – Networking Studies IV: Selected Technical Reports, p. 103–123
© CESNET, 2010. ISBN 978-80-904173-8-0



104 D A  .

While steps to virtualizing the network inside the cluster have already been
taken by several groups [7], this work focuses on building a virtualized network-
ing infrastructure that scales enough to interconnect clusters in wide-area net-
works and that performs up to the expectations of the high-performance appli-
cations.

VirtCloud is a system for internetworking dynamic virtual clusters over a
state-wide network, supporting encapsulation of the clusters and publishing them
in a controlled manner. is allows for both protecting the cluster from the out-
side world and protecting the world from the cluster (e.g. in case of user-supplied
virtual images). e system is driven by Grid middleware. While VirtCloud uses
services of the backbone network, it is designed to run without the need of run-
time configuration of the core network. e use cases (Section 2) are the basis
for the design (described in Section 3). e design is not limited to our primary
target network: as we discuss in Section 4, it is able to use several mechanisms for
traffic encapsulation.

e architecture has been prototyped in the Grid environment of the Meta-
Center project using the CESNET2 backbone network2 that spans the whole
Czech Republic with inter-connects to other European and world-wide networks.

Interference with the networks in large areas can have serious performance
implications. We have conducted a series of measurements to show the perfor-
mance feasibility of our approach (Section 5). Section 6 summarizes related work
and the report concludes with Section 7 providing final remarks.

is report is an extended version of papers [3].

2 Use Cases
We considered the following use cases as typical requirements for the VirtCloud
system. e use cases are not mutually exclusive, some of them lead to a single
technical solution. We divide them roughly into several groups.

2.1 Privacy and Security Policies

Privacy and security use cases refer mostly to “protecting the cluster from the
outside world” as well as “protecting the outside world against the cluster” and
“protecting the infrastructure provider from the users.”

Mutual Isolation of Clusters. is use case is an analogy of the increase of the
level of separation achieved by virtualization. Processes belonging to distinct
users are separated in a common operating system to a certain level, e.g. users

2 http://www.ces.net/
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can list all processes on the system but cannot modify/manipulate them. Provid-
ing virtual machines to the users, the level of separation increases together with
the illusion of “owning” the infrastructure (e.g. a user cannot see processes run-
ning on other virtual machines on the same physical host). Nevertheless, if users
have administrator privileges in the virtual machines (we will see later how this
can be done in a secure manner), the network traffic must be separated among the
clusters, otherwise a user could eavesdrop on the network traffic of others.

User-Provided OS Images and Security of the Infrastructure. We have two sce-
narios to consider.
1. e user runs a MetaCenter-approved virtual machine image without admin-

istrative privileges. e infrastructure owner can take full responsibility for
security of the virtual machines, the machines can be directly connected to
the Internet.

2. e user (a) runs his/her own virtual machine image and/or (b) he/she has
administrator privileges in the virtual machine. In that case, it is not possi-
ble for the infrastructure owner to take responsibility for the security of the
machines. Generally, the machines must not be accessible from the Internet
using address space belonging to the infrastructure owner.

e type of network connectivity should be automatically decided by the
scheduler when the virtual cluster is allocated, based on the requested type of
OS images of computing nodes.

Legacy Insecure Services andComponents. While user provided virtualmachine
images are by definition considered insecure, users may want to run insecure com-
ponents even in case they do not use their own operating system images. Typically,
legacy so ware may depend on libraries and components that are known to have
security flaws (and upgrading the libraries breaks the so ware), which is unac-
ceptable on a shared publicly accessible computation infrastructure. Requiring
secure components is fundamental for any professional infrastructure provider,
but it is difficult to explain to the user (“But this is no problem in our departmen-
tal cluster!”). It can be solved by controlling access to the cluster network.

2.2 Networking Related Use Cases

Limited Layer 3 Address Space. e IPv4 address space is very tight even for the
physical machines in the clusters. However, when adding virtual machines, the
amount of necessary addresses per single physical node is practically unlimited.
While IPv6 is the preferred way to solve the shortage of IP addresses, it has a
significant practical drawback: the support of IPv6 in applications is usually not
of a production quality [4].
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Separating Layer 2 networks of virtual clusters allows arbitrary Layer 3 ad-
dressing schemes independent of actual network topology, e.g. using IPv4 ad-
dressed networks behind NAT even spread over the whole underlying physical
network.

Multiple Instances of Hardcoded IP Addresses. One of the MetaCenter user
groups uses a set of applications with hardcoded IP addresses. A cluster of such
applications can be run just in a single instance on a local network, otherwise the
traffic of multiple instances of the cluster would obviously interfere. In order to
allow running multiple instances of the cluster to run simultaneously, the clusters
must be separated below the network layer (i.e. either physically and/or at the
link layer).

User Access to the Cluster. User access to the cluster must be provided by a
tunnelling service, enabling a user’s workstation to become a part of the cluster.

Cluster as a Part of User’s Address Space. e user may want to publish the
cluster to the Internet even in the case of clusters that are considered “insecure” by
the infrastructure provider. If so, the user may connect the cluster to his/her local
network by means of routing the tunnelled connection. As the Layer 3 addressing
scheme is at the sole discretion of the user, the cluster may be accessible through
user’s router under public IP addresses, hidden behind NAT, etc. In all cases, it
is the responsibility of the user to keep the cluster secure and the user is at fault
in case of a security incident.

Virtual Machine Migration. Virtual machine migration increases the flexibility
of the whole environment, but it needs specific network support. It is not possible
to change Layer 3 (IP) address of the migrated machine as the application layer
usually is not prepared to cope with such a dynamic change (e.g. in case of MPI
jobs).

3 VirtCloud Design

We describe the analysis and design of VirtCloud system in this section. Design
Considerations (DCs) reflect use cases discussed in Section 2 and describe them
more in a more technical manner. DCs also outline some additional practical
restrictions of the system. e list of DCs is followed with an overview of the
architecture.
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3.1 Design Considerations

We divided the design considerations into three categories that reflect different
points of view. We start with the network considerations:

1. High-performance virtual private network with performance not significantly in-
ferior to running the infrastructure with normal networking interconnects. A
slight overhead is nevertheless acceptable, it is counterbalanced by the usage
value of the network.

2. Dynamic virtual cluster network creation. Virtual clusters have an expected life-
time ranging from hours to months. Clusters are built upon user request
and/or administrative action in the case of long-term clusters for special user
groups.

3. Encapsulation of virtual clusters. No communication outside of the network
unless specifically enabled due to security considerations (the virtual cluster
may run insecure images provided by the users).

4. Capable of being deployed in state-wide and international environments. e sys-
tem needs to support sufficient encapsulation to avoid conflicts with services
already running in the network. Several mechanisms of interfacing with the
backbone network need to be proposed to increase the compatibility with
different types of state-wide and international networks.

5. Operation without administrative privileges on the backbone networks. A er the ini-
tial configuration of the backbone networks is done to support VirtCloud, the
configuration has to be limited to cluster hosting sites and there should only
be well defined interfaces to the backbone networks. It is not possible, e.g.
to configure VLANs directly on the backbone.

Organization of virtual clusters leads to the following DCs:

6. Support for interactive jobs. Low latency to set up the networking environment
is required.

7. Access to the virtual cluster for its user(s). e user needs to be able to get secure
interactive access to the virtual cluster, for interactive jobs or for the prepara-
tion and control of batch jobs, efficient data transfer, etc. is requires more
generic interface than, e.g. traditional web portals. Access to the nodes is
desirable.

8. Optional publishing of the cluster. While direct publishing (i.e. routing the clus-
ter directly to the Internet) is possible and even suitable for performance rea-
sons in the case of a MetaCenter-approved virtual machine image, the case
of a user-supplied image, and/or user having administrator privileges in the
cluster, requires indirect publishing through the network of the user, so that
the user is fully responsible for possible security incidents. Closing the clus-
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ter into a VLAN is nevertheless reasonable even in case (a), the type of the
cluster can change during its lifetime.

9. Jobs on the clustermay need to access external data and services. For some job types,
access to data and/or services residing on locations outside of the virtual clus-
ter may be required. is should be implemented as a network connection
initiated from inside (unidirectional in this sense), i.e. for this purpose there
should be no services running on the virtual cluster that would be available
from outside of the cluster for security reasons.

10. Migration of virtual machines has serious implications for applications if the
Layer 3 addresses change. For migration feasibility, Layer 3 addresses should
be fixed.

11. Multiple simultaneous instances of the same virtual cluster with fixed Layer 3 ad-
dresses (e.g. legacy applications with hard-coded addresses in user images)
need sufficient encapsulation below Layer 3.

Interoperability and legacy considerations lead to the following DC:

12. Interoperability with Grid virtualization system(s). e proposed system must be
compatible with existing systems for Grid virtualization, like Magrathea [20]
or Nimbus [9], or requiring only modest adaptations of these systems.

3.2 VirtCloud Architecture
A er defining DCs, we can proceed to description of VirtCloud architecture and
show how it maps onto the DCs.

VirtCloud spans four levels: (1) L2 core network, (2) cluster site network, (3)
host configuration, and (4) VLAN life cycle management service. Each virtual
cluster VCi uses its own private network, further denoted as VLANi. e overall
scheme of the architecture is shown in Figure 1. Based on the requirements stated
above, each VLAN uses flat switched (Layer 2) topology. e VLANi provides
encapsulation (DC 3) and spans at least all the sites hosting computers partici-
pating in the VCi. (It is sufficient to span the network over all the hosting sites
and connecting a site with no relevant nodes does no harm to the scheme.) e
switched topology of the VLANs allows for an easy low-latency migration of the
virtualmachines over the physical hosts (DC 10), which is fundamentally the same
as the migration of a networked device in a switched local area network. It also
supports running multiple simultaneous virtual clusters with the same addressing
scheme (DC 11). ere are several options how to implement such a network in
a large-scale infrastructure with respect to requirements DC 4, DC 5, and DC 6 as
discussed in Section DC 4.

Host configuration. Each physical host is connected to the site network using one
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L2 Core VPN

Cluster site

Cluster site

Cluster site

VLAN1

VLAN2

Figure 1. Architecture of the VirtCloud network.

or more interfaces that support 802.1q trunking. is allows for multiple virtual
hosts running on a physical host, each belonging to a different VLAN.

Site network. e site network is a switched network among the physical com-
puter nodes and provides uplink to the core network. e site is required to sup-
port 802.1q trunking and to be capable of interfacing to the core network (which
may pose some additional requirements depending on the configuration of the
core network).

L2 core network. e core network has to maintain flat switched topology for
all VLANs interconnecting virtual clusters, that is, to provide a logical distributed
Layer 2 switch with VLAN support. e actual implementation of the core net-
work depends to some extent on available underlying networking facilities. ere
are many different implementations of switched virtual networks ranging from
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systems supported directly by network hardware, such as IEEE 802.1ad, to appli-
cation-level systems (e.g. OpenVPN3, Hamachi4). However, for performance
reasons, we only focus on virtual networks which can be supported by hardware
in high-end academic and research networks (DC 1). Some protocols only sup-
port point-to-point bridging (e.g. L2TPv3 [16]) which excludes them from use in
the core of the network.

Life Cycle of Virtual Networks. e life cycle of VLANs in the infrastructure re-
flects the life cycle of virtual clusters themselves (DC 2). Clusters are built upon
an user action — the submission of a special job to the resource manager (DC 12).

e resource manager configures network active elements in cluster sites and the
allocated physical machines to assign traffic from the virtual machines hosted on
them to appropriate VLANs. e resource manager then boots the requested vir-
tual images. Layer 3 addresses are then assigned to the virtual machines according
to user needs.

3.3 Access from/to the Virtual Clusters

ere are three cases to handle here: (1) user access to the cluster (including pub-
lishing it, DC 7, DC 8); access to data and services (DC 9) provided either (2) as
a part of the Grid infrastructure or (3) as an external third-party service.

Remote access for the users is provided by several tunnelling services, be it
SSH, OpenVPN, etc. Servers for the remote access become part of the cluster
with their “inner” interfaces, having their “outer” interface publicly addressable
and protected with a standard Grid authentication and authorization. When the
user wants to publish the virtual cluster, there are two ways to do it. If the cluster
is built solely from a certified image, it can be published directly from one of the
sites. Otherwise, the user may publish the cluster by creating a tunnel to it and
providing access through his/her Internet connection — thus accountability for
any security-related problems rest with the user.

e access to services that are part of the Grid infrastructure is based on in-
tegrating nodes that host these services into the virtual cluster. Choosing which
nodes will be integrated into the virtual cluster depends primarily on the user’s
request when building the virtual cluster.

When access to external data sources is necessary, a potential alternative,
which is however quite problematic, is using user-provided virtual machine im-
ages. e user can either use similar techniques as with publishing the cluster
(and, e.g. keep the cluster in his/her address space), or — as an optimization —

3 http://openvpn.net/
4 https://secure.logmein.com/products/hamachi/vpn.asp
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some traffic can be administratively permitted and routed directly through one or
more sites, preferably through a firewall. It naturally depends on the type of vir-
tual machine image used and needs careful judgement, as the Grid infrastructure
provider assumes part of the responsibility over possible security problems. is
is nevertheless considered a special feature.

4 VirtCloud Implementation in the MetaCenter Using
CESNET2 Network

e MetaCenter as a national Grid infrastructure utilizes the Czech national re-
search and educational network CESNET25. is network provides DWDM in-
terconnects among major cities in the Czech Republic, a 10�Gbps IP backbone
for standard research traffic as well as experimental services available to other
projects. For traffic engineering of the IP backbone, it uses Multi-Protocol Label
Switching (MPLS).

e MetaCenter project has its nodes in three cities in the Czech Republic:
Prague (Praha), Brno, and Pilsen (Plzeň), all of them located close to the CES-
NET2 point of presence. e distances (over optical cable) are approximately
300 km between Prague and Brno and 100 km between Prague and Pilsen.

L2 core network. e following technologies have been identified to fulfil the
requirements of the VirtCloud L2 core network that can be implemented using
CESNET2 network [19]:

— IEEE 802.1ad (QinQ) allows the encapsulation of the 802.1q tagging into an-
other 802.1q VLAN. It has been designed for service providers to encapsulate
customer-provided VLAN tagging. e standard was approved in 2005, and
it is currently the most widely supported, and easiest to deploy manufacturer-
independent technology.

— Virtual private LAN service (VPLS) [13] is a technology suitable for a network
that uses MPLS traffic engineering. It creates a shared Ethernet broadcast
domain.

— Cisco Xponder technology6 uses the Cisco 15454 platform to create a distributed
switch based on dedicated DWDM optical circuit interconnects. is is an
interesting option for the networks that support lambda services, without the
need of additional VLAN encapsulation.

5 http://www.ces.net/network
6 http://www.cisco.com/en/US/prod/collateral/optical/ps5724/ps2006/. . .

product_data_sheet0900aecd805ec093.html
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Site network. Each site uses Layer 2 infrastructure implemented on a mix of
Force10, Hewlett-Packard, and Cisco Ethernet switches as shown in Figure 2.
Each site has parallel uplinks to the public IP routed network, the Xponder net-
work and the VPLS network. For production purposes, the Xponder network is
used under normal circumstances as it provides a higher capacity since the traffic
does not mix with normal routed traffic on the MPLS backbone (that is shared
with the standard academic backbone traffic).

When building a virtual cloud, a VLANnumber is allocated and edge switches
of each physical cloud are configured to send traffic of the VLAN through the
chosen tunnelling mechanism.

VLANs used for cluster communication must not interfere with VLANs used
on a particular site for other purposes, therefore site local administrators have to
provide a list of VLAN that may be used in the system. When allocating VLANs
for clusters, only VLANs that are available on all sites participating in the virtual
cluster can be used.

Host configuration. e host deploys the Xen virtual machine monitor [6]. e
hypervisor domain manages the user domain virtual machines and provides a net-
work connection to them via an Ethernet bridge. Logical network interfaces of
each user domain must be bridged to VLANs depending on the membership of
the user domain in virtual clusters. Taking into account the fact that users may
even have administrator privileges in their virtual machines, the taggingmust nec-
essarily be performed by the hypervisor, out of the user’s reach.

As shown in Figure 3, eth0.vlanN are virtual interfaces representing VLANs
on the Dom0’s eth0 interface, brN are bridges that connect the user domain traffic
to VLAN interfaces.

Addressing of the user domain interfaces can be either through IPv4 or IPv67
and it can be fully controlled by the user. e user can use, e.g. private addresses
and/or even addresses from the user’s organization in order to publish the cluster
machines.

VLAN life cycle implementation. VLAN allocation is controlled by a stateful
service called SBF8.

Users initiate the building of virtual clusters by means of submitting a special
job to the resourcemanager PBS9. e PBS allocates a set of physical nodes to run

7 While IPv6 is preferable because of possible merging of clusters, many applications (e.g.
network file systems) don’t support it reliably currently.

8 Easy-to-pronounce abbreviation for Slartibartfast, theMagrathean coastline designer from
e Hitchhiker’s Guide to the Galaxy by Douglas Adams.

9 http://www.openpbs.org/
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Figure 2. Site network setup.
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Figure 3. VirtCloud host configuration.

virtual cluster nodes and requests allocation of a VLAN number from SBF. SBF
configures the active elements and returns a VLAN number. e PBS, in coop-
eration with Magrathea [20] configures bridging in the Xen hypervisor domains
and boots the requested virtual machine images.

e configuration may be torn down by time-out, user and/or administrative
action. en the configuration is removed from all network elements and the
VLAN number can be allocated to another virtual cluster.

All the distributed operations must be necessarily performed as transactions
in order not to bring the infrastructure into an undefined state.

Access from/to the Virtual Clusters. Currently we provide two services for the
virtual clusters: file system access and user remote access. Both are implemented
in a similar way — the NFSv4 file servers as well as the OpenVPN server used
for the remote access have access to all the VLANs of all the virtual clusters, thus
becoming part of it. OpenVPN access implementation is very similar to what the
Nimbus system [12] uses for remote access.

5 Experiences with VirtCloud

We have run a series of initial experiments in order to show the feasibility of the
whole concept: the behaviour of the high-performance virtualized network must
not be significantly worse than the high-performance native routed IP network
— note that the native IP network performance is also an upper bound for all
“overlay network” tunnelling solutions, as they are based on the IP network and
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introduce a small additional overhead.
e system has two major network components, VLAN tagging in Xen itself

and performance of the virtualized network in comparison to the routed one. We
have tested the tagging performance in a single site and compared the virtualized
and native network over the state-wide environment.

5.1 Experimental Setup

e machines we used for the experiments are located in three MetaCenter sites:
Brno, Prague, and Pilsen. e topology of the network is described in Section 4.

In Brno, we used two identical machines skirit82-1 and skirit83-1. Each
of them has two dual-core Intel Xeon 5160 3GHz processors, 4 GB of physical
memory, and a PCI Express Gigabit network adaptor Intel 80003ES2. e ma-
chines are interconnected with an HP 5406zl switch.

e Prague node, skurut9-1, has two quad-core Intel XeonX5365 3GHz pro-
cessors, 16 GB of physical memory, and a PCI Express Gigabit Ethernet adaptor
Intel 80003ES2. Pilsen node, konos23-1, is a dual AMD Opteron 270 2GHz pro-
cessor system with 8 GB of physical memory, and a PCI Gigabit Ethernet adaptor
Broadcom NetXtreme BCM5704.

All the machines run Xen version 3.1.3, the hypervisor Linux kernel version
is 2.6.22.17, the user domains run 2.6.22.17, too, with the exception of skurut9-
1 having kernel 2.6.18. e distribution is SuSE Linux 10.0 on skurut9-1 and
Debian GNU/Linux 4.0 on the other machines. e hypervisor domains (Dom0)
have 1 GB of memory, the user domains use the rest of the available memory on a
particular machine.

All the Xen tests were run among user domains. Processor planning was done
by the Xen scheduler. Hypervisor domains had a high priority (weight 256), while
user domains had a low priority (weight 1). In the standard configuration, a dy-
namic number of buffers is used in the implementation of virtual network inter-
faces between Dom0 and DomU. is turned out to be a performance bottle-
neck, therefore we set the number of buffers to the maximum possible value (i.e.
/sys/class/net/<interface>/rxbuf_min is set to the value of rxbuf_max).

In order to obtain a comparison base not affected by the virtualization of the
host machines themselves, we measured Xponders (a dedicated private network)
using the same machines we described above without Xen virtualization.

5.2 Measurement So ware

So ware tools used for measurement are
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— iperf10 version 2.0.2 with a set of patches by Andrew Gallatin originating in
FreeBSD [10],

— RUDE/CRUDE11 version 0.62.

Wemeasured TCP throughput andUDP throughput for packet lengths 64 B,
100 B, 200 B, 300 B, …, 1300 B, and 1400 B with iperf. Each result is an average
of 60 1-second measurements taken continuously. As iperf sends UDP data (ap-
proximately) at the requested rate regardless of packet losses, we determine the
UDP throughput using a “first-fit convergence procedure.”

e process goes as follows. Let us have the currently used bandwidth bw (the
first measurement starts with the nominal bandwidth of the line, i.e. 1000 Mbit/s).
We make a measurement in order to learn packet losses in this configuration, let
the ratio of lost packets to the amount of sent packets be loss. If the loss is at most
0.5 %, we take the measurement to be the final result and the process ends. If the
loss is higher than 0.005, we decrease the transmitted bandwidth according to the
formula

bw := min{bw(1 – 0.75loss), bw – 1}

and go on repeating the measurement. e formula decreases the bandwidth
at least by 1 Mbit/s to assure progress, and “less than to the number that came
through” in order to make the measurement more precise.

We have also verified the iperf UDP throughput with a home-grown Real
me Protocol (RTP) benchmark called Generator7. e results were very similar

to iperf’s, we therefore omit them from the report.
e rude/crude test is targeted primarily to the stability of the network. We

send 1000 packets per second for 60 minutes and check whether all of them arrive
and if they are in order.

5.3 Results and Discussion
e user domain test were run from skirit82-1 (Brno) to the remaining ma-

chines, all of them using the native IP network and through a VLAN connected
via Xponders and/or VPLS (the VLAN goes just through the local switch in case
of skirit83-1 machine). e comparison Xponder physical machine tests were
also run from Brno to the remaining sites.

e results of all rude/crude tests via the routed IP network, VPLS, andXpon-
ders can be described easily — all packets in all configurations arrived in order,
we therefore consider the network to be functional and stable.

10 http://dast.nlanr.net/Projects/Iperf/
11 http://rude.sourceforge.net/
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Table 1. TCP: Performance overhead of VLAN tagging in Xen

Local network skirit83-1

Untagged 939 Mbit/s
VLAN tagging 936 Mbit/s

Figure 4. UDP: price of VLAN tagging in Xen

Let us study the throughput of the network. e first test is concerned with
the price of VLAN tagging in the Xen bridge. Table 1 shows the TCP throughput
between skirit82-1 and skirit83-1 for native untagged TCP traffic and with
VLAN tagging on the Xen bridge. TCP traffic processing is not affected by VLAN
tagging.

e VLAN tagging of UDP traffic in Xen seems to bring a small overhead on
the local network, as we can see in Figure 4.

Table 2 compares TCP throughput. e Xponders in physical machines rep-
resent the theoretically expected performance limit, being a dedicated network
without any possible overhead caused by Xen. As we can see, Xen does not bring
any overhead to TCP traffic. Moreover, VPLS, transported together with the
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Table 2. TCP: Xponders, VPLS, and routed IP backbone

Prague, skurut9-1 Pilsen, konos23-1

Xponders, phys. 936 Mbit/s 936 Mbit/s
Xponders, Xen 936 Mbit/s 936 Mbit/s
VPLS, Xen 935 Mbit/s 937 Mbit/s
Native IP, Xen 592 Mbit/s 362 Mbit/s

backbone commodity traffic, reaches the same performance as Xponder’s dedi-
cated network. In comparison, the throughput of the native routed IP is signifi-
cantly worse — it is necessary to point out that the routes of the native connection
are typically longer and more complex than that of VPLS and Xponders.

Figure 5. UDP: Xponders, VPLS, and routed IP to Prague

Figures 5 and 6 show UDP performance from Brno to the Prague and Pilsen
nodes, respectively. Again, we take physical machines connected with the Xpon-
der network as a base for our comparison. Virtualization of the host machines
brings an acceptable overhead to the Xponder network. e measured perfor-
mance of Xen virtualized hosts is slightly better than that of physical machines in
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Figure 6. UDP: Xponders, VPLS, and routed IP to Pilsen

the case of small packets (up to 200 B for Prague and 500 B for Pilsen). is is
most probably due to larger buffers being available in the implementation of the
virtual network interface.

Similar to the TCP case, both Xponders and VPLS reach practically the same
performance in Xen. e native routed network performance is clearly worse in
the case of Prague and significantly worse in the case of Pilsen. For Pilsen, we
attribute the result to a rather complex IP routed network topology.

6 Related Work
reemainstream approaches appear in the area of network virtualization: Virtual

Local AreaNetworks (the illusion of a local network over amore complex physical
infrastructure), Virtual Private Networks (the illusion of having a network inter-
face in a distant network), and Overlay Networks (duplicating vertically part of a
network stack, usually in order to get traffic through a hostile environment).

Previously described methods to building networks of virtual machines are
based on assumptions about the available and requested network environment,
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mainly geographical distribution, restrictions placed on the network (Network
Address Translation (NAT), firewalls), and isolation requirements.

Distributed networks are likely to be quite unfriendly for transporting a stan-
dard internal cluster communication, therefore methods of tunnelling are neces-
sary. In-VIGO [1] uses a system of tunnels and VPNs to separate machines into
logical clusters called VNET. VNET [21] is a so ware VLAN based on L2 tun-
nelling for clusters of virtual machines, building a logical Ethernet bridge over
the IP network. It uses the routed IP network for traffic tunnelling, therefore
the performance of VNET cannot be superior to the performance of the IP net-
work. Violin [11] is an overlay network based on UDP tunnels. ese methods
are generally focused on traversing various types of NATs, firewall piercing, etc.

ey deploy a network of so ware routers and switches over the IP network (with
performance implications similar to VNET, see our DC 1).

Building a virtual cluster in an unrestricted local network depends on the
need for virtual cluster separation. Cluster-on-demand [7] separates virtual clus-
ters on the network level, addressing them with disjoint IP address spaces. Note
that when users have administrator privileges in their virtual machines, it is easy
for them to intrude any virtual network in the site (cf. DC 3). Nimbus is a system
for the deployment and management of virtual machines (formerly known as Vir-
tual Workspace Service) [12]. Nimbus supports configuring network interfaces
of the virtual machines without creating a closed or controlled network environ-
ment. Nakada et al. [18] describe a system for VLAN configuration for RedHat
Linux based package systemRolls. A wide area network is not considered (DC 4).

e network performance of the Xen virtual machine monitor [6] has been
studied many times, e.g. [5], with results that are not easily comparable. e per-
formance depends on many parameters like CPU allocation to domains, amount
of memory, CPU scheduling, buffer sizes, etc.

7 Conclusions
In this report, we have presented VirtCloud, a system for internetworking dynamic
virtual clusters over a large high performance network. VirtCloud is targeted for
broadly distributed computing facilities, enabling the building of virtual clusters
(giving the users the possibility to fully manage their computation resources),
encapsulating the clusters, andmanaging the publishing and access to the clusters
in a controlled manner.

Using our prototype implementation, we have tested the feasibility of the
concept and evaluated the performance of VPLS and Xponder technologies used
to build the core Layer 2 network.

Even though the approach turned out to be feasible and provides a good per-
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formance, there remain many questions for further investigation. e methods
of publishing the encapsulated cluster must be studied thoroughly in order to
provide more efficient ways to connect the cluster to the user’s machines. is
problem is also related to scenarios of Layer 3 addressing the virtual clusters. Ac-
cessing external data and resources is another area for further research: while
conceptually the problem is simple, it creates an enormous number of issues when
implemented in a real Grid infrastructure.
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Virtual Clusters as a New Service of
MetaCentrum, the Czech NGI
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Abstract
MetaCentrum, the Czech NGI, started to virtualize the infrastructure several
years ago. e virtual nature of the resources, being integrated with the re-
source management system, is mostly hidden to end users. We are introducing
a new public service “virtual cluster” which turns the virtualized infrastructure
into end user service. Virtual cluster service provides an illusion of totally ded-
icated clusters running on a shared infrastructure under complete user control,
including administrator access and user specified application environment. Vir-
tual machines and clusters are handled in a way similar to ordinary computation
jobs, planned for batch or interactive processing. We developed an extension to
job scheduler PBSPro and new management tools to smoothly integrate virtual
cluster service into production environment. Networking is a vital part of the ser-
vice, where Czech NREN CESNET2 technology allows managing virtual cluster
network without perceivable overhead. Virtual network is seen as a new resource.

is report is an extended version of the paper “Virtual Clusters as a New
Service of MetaCentrum, the Czech NGI”, which was presented at CGW 2009.

Keywords: virtualization, batch system, cloud, virtual appliance

1 Introduction
In recent years, the virtualization of computing resources has become one of the
key focal points of research and development in MetaCentrum1. It enables ap-
plications with contradictory environment requirements to run on a single node,
making it rather simple to allocate resources available to each of them.

is year, MetaCentrum introduces another advance in development relying
on the principles of virtualization – virtual clusters enhanced with features inspired
by cloud computing, but oriented primarily on HPC user communities. e new
solution allows users to request specific environment for their applications, or
even supply their own virtual images (appliances) to replace defaults made avail-
able by the service provider. Such images may be used to set up temporary virtual
clusters with a requested number of nodes, or to temporarily extend existing phys-
ical clusters with additional virtual nodes to handle peak loads.

1 http://meta.cesnet.cz

L. Lhotka, P. Satrapa (Editors) – Networking Studies IV: Selected Technical Reports, p. 125–152
© CESNET, 2010. ISBN 978-80-904173-8-0
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e possibility to use custom images tuned to the needs of a specific applica-
tion while setting up virtual clusters lowers the adoption threshold for potential
new users since the resulting virtual environment does not differ in any significant
way from their current traditional environment.

2 Architecture Overview
Several services (Figure 1) had to be combined and adjusted to implement the
functionality. e scheduling is done by MetaCentrum’s PBSPro batch system,
virtual image handling and management is being carried out byMagrathea, while
virtual clusters are managed with SBF and virtual LANs interconnecting individ-
ual cluster nodes rely on the advanced capabilities of the CESNET2 NREN.

Virtual
MOM

dom 0 dom U

dom U

Worker node

dom 0 dom U

Service node

VPN
Server

Perun

Grouper

Cache

PBS

3

1

2

Request, planning

Setting up network

Setting up machines

Status reports

BOOOT

DHCPBOOOT

3

Cloud
MOM

3

Cloud
MOM

3

User

1

OS Image
Repository Scheduler

1

2

Server

SBF 2

Magrathea
Virtual
MOM

3

44

4

Figure 1. Overall architecture of the virtual clouds solution

PBS is the core service. It had to be modified to support the new types of
jobs (virtual clusters) and to communicate with Magrathea and SBF, requesting
virtual machines and private networks as per user requirements. More extensions
were required to implement authorization, allowing cluster owners to specify au-
thorized users of their clusters by referencing system-wide groups.
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With its new capabilities, the PBS Server accepts requests for virtual clusters.
e PBS Scheduler then selects suitable machines, considering those in a down-

bootable state or those already running the requested image. In the latter case,
obviously, the resource must be free and still might not be considered if the re-
quest calls for a private network to be established. Machine status information is
provided to the Scheduler byMagrathea, with informationmapping virtual nodes
to physical machines being available in the PBS Cache. Virtual machine requests
are then forwarded to processes running in the hosting domain. A prologuewithin
a container job runs Magrathea and Booot to install and start up the appropriate
virtual image.

As with virtual cluster creation, the cluster termination is also controlled by
the PBS Server, initiated either by the user or by the elapsing of an allotted time
slot. e Server uses Magrathea and Booot to stop and clean up the virtual ma-
chines, remove records from the PBS Cache, and deactivate the private network
where applicable.

Magrathea [1] is an in-house developed system serving as an interface be-
tween the batch scheduling system and virtual machine monitors. It carries out
functions such as setting up, booting or terminating virtual machines, and pro-
vides essential feedback on the status or availability of physical resources.

Booot is a service used for virtual domain management, i.e. the installation,
update and removal of virtual domains. e domains are installed from the image
repository and configured by a set of enclosed scripts.

SBF is a tool used by the extended PBS to set up virtual networks [2]. Once
a virtual cluster job is scheduled and the physical resources are selected, SBF may
be called on by the PBS Server to establish a private network. e ability to insert
custom virtual clusters into their separate virtual networks is vital from the secu-
rity viewpoint. By allowing custom images, the service provider (MetaCentrum)
relinquishes control of security within the cluster, but encapsulates it in a private
network to provide protection in both directions. is protects the machines in-
side, to allow the use of unpatched or outdated systems as required by users, while
simultaneously protecting the outside world in case the virtual cluster gets com-
promised, making the network accessible through a gateway and defining external
resources accessible to machines within the network.

3 Magrathea – Scheduling Virtual Machines

e Magrathea System [1] has been developed to provide for the management
of several virtual machines running on a single computer, and submit jobs to the
proper ones.
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Magrathea provides an interface between the batch scheduling system and
virtual machine monitors. It allows jobs to be submitted in a controlled manner
into virtual machines running on cluster nodes (with multiple virtual machines
running on a single cluster node). Magrathea can also be seen as a scheduler
running on each cluster node, scheduling virtual machines according to jobs sub-
mitted by batch scheduling systems. Instead of the simplest approach via replac-
ing each “computational job” with “virtual machine running simple job” we have
chosen a more general implementation. is choice provides a full layer for the
management of virtual machines on physical nodes, with the ability to run sev-
eral jobs in the same virtual machine sequentially or in parallel, but also with the
functionality where each job can be run in a virtual machine setup, according to
job specific needs.

Furthermore, Magrathea is designed to be independent of a batch system and
virtual machine monitors used on computational nodes. e current implemen-
tation supports the PBSPro batch system (and port to Torque system is in the
current roadmap) and Xen and VServer virtual machine monitors (with generic
interface, which should be sufficient to implement support for other virtualization
techniques like KVM or LXC).

3.1 Original Use Cases

e development of Magrathea has arisen in response to several use cases:

— Multiple static domains – only one of the domains may run at any given time,
using exclusively the physical resource. ey are typically used for sharing
nodes between mutually incompatible projects. A single domain, running
an actual computational job, is assigned almost all available resources at a
time, while the other domains are allowed to run with a minimum CPU and
memory consumption, just to appear available to their respective scheduling
systems.

— High-priority jobs in privileged domains – such as interactive jobs required to
run immediately, or massively parallel jobs whose processing would be un-
feasible should they have to wait until the full number of required processors
is actually free, may run in high-priority or “privileged” domains, temporar-
ily suppressing resources available to standard virtual domains. Jobs in the
standard domains are suspended, but still visible to their respective schedul-
ing and monitoring systems. is ensures that those suspended jobs are not
considered “lost” or aborted, and the scheduler does not resubmit them to
another node. e same technique of domain preemption is used for giving
cluster owners a higher priority, while providing resources to the rest of the
grid when the cluster is not being used.
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— Suspending/freezing virtual machines – in order to run services that only need
to be available temporarily. Such machines or services can be suspended on
demand, remain on “stand-by”, and can get reactivated quickly by the service
owner when needed, instead of a slow booting of all the nodes.

3.2 Virtual Cluster Motivations
Virtual clusters consist of virtual machines, rather than actual physical ones, ab-
stracting from the physical topology of the underlying resources. is service
resembles, to a certain extent, the motivation for clouds – virtual computing ser-
vices whose popularity has been growing in recent years.

Two additional use cases have been borne in mind while implementing the
functionality required by virtual clusters:
— Jobs running in an environment adjusted to their needsmay require a specific envi-

ronment to run in, installed for each job run separately from registered node
images (appliances). Users may be allowed to supply their own images, tuned
specifically for compatibility with their applications.

— Virtual nodes used to form semi-permanent virtual clusters that may be only used
for running specific jobs, and consequently removed or held in reserve for fu-
ture needs. Jobs in such virtual clusters may be managed either by the central
PBSPro installation provided by MetaCentrum or may become an integral
part of the user’s infrastructure, subject to a common job and account man-
agement. With the latter approach, the existing physical resources (clusters)
may be extended with additional virtual nodes, and the physical or virtual
nature of any given node is completely transparent to the user.

3.3 Architecture Extensions
Several extensions to the Magrathea implementation (for a full description of the
architecture see [1]) were needed – support for user-supplied images, and also
support for nodes where a system is to be installed on the fly.

3.3.1 User-supplied Images

In its original design, the Magrathea process had to be installed inside each vir-
tual machine, to allow for easier management of the booting and suspend/resume
operations. Its current implementation supports special types of node images,
where the modification of user-supplied image is no longer required. In such a
case, the image specification contains also an estimation of the booting time, a er
which the node is treated as booted and the Magrathea system is not waiting for
a confirmation message from a process installed inside of a virtual machine.
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3.3.2 Magrathea Status

e most substantial changes to the Magrathea system were required in order to
support the dynamic node installation, using an image specified in the job de-
scription. e Magrathea status of a virtual machine (used by the scheduling sys-
tem, see Section 4) represents the state of the virtual machine for other scheduling
systems like PBSPro. Original states, depicted in Figure 2, represent the various
states of running virtual machines. A virtual machine is free (available for new
jobs), when there are resources available for this domain (no other domain is al-
ready running jobs). If a domain is running jobs ( it is in the running state ), the
remaining domains are in an occupied state, representing a situation when the node
is considered free in PBSmonitoring, but a virtualmachine cannot get resources in
Magrathea. e Magrathea system represents also preemptible domains, wherein
a domain in a running-preemptible state can be preempted by a privileged domain
(standard domains becomes preempted, while high-priority domains becomes run-
ning). Similarly, a privileged domain can be frozen and later resumed, while a
standard domain is running and preempted respectively.

For virtual cluster support, the Magrathea status was extended to represent
not only existing and running nodes, but also nodes which are not running but
may be potentially installed and booted. e current version of Magrathea sup-
ports complete management of a VM life-cycle, including node preparation, boot
and shutdown, as shown in Figure 3.

A new state, down, represents a virtual node which is not running and cannot
be booted automatically, while the state down-bootable represents a virtual node
which can be booted on request. During the booting process, the node is in the
state booting, while the state of other domains running on the same physical node
is changed to occupied-booting.

3.3.3 Preemption of a Running Domain

Preemption overhead (the time needed for domain preemption, especially for
reducing the memory of the preempted domain) is critical for the usability of
the preemption technique, especially for Xen implementation. While the stan-
dard Xen method, called ballooning, was sufficient for simple jobs, it is slow for
intensive computations. We have developed a kernel helper module, utilizing
suspend-to-disk functions from a standard Linux kernel, for more aggressively
freeing memory, which is then returned to Xen. Implementation was verified on
standard computational nodes in MetaCentrum (2×dual-core nodes) and also on
nodes with a larger memory and number of CPUs. In Table 1, we present the re-
sults from the test scenario with 14 parallel CPU and memory intensive processes
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Figure 2. States and transitions between them for frozen virtual machines.

consuming 15GB of memory. e preemption swaps out 14.7GB and processes
are stopped using SIGSTOP before reducing the memory.

Table 1. me of preemption

Disk speed 2m 50s
Magrathea implementation 3m 40s
Xen balloon driver 41m 20s
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Figure 3. States and transitions between them for bootable nodes

3.4 Management of Virtual Images

e management and deployment of virtual images is handled by a Magrathea
module called Booot. Booot scripts run on hypervisors (Dom0) of the machines
and a repository server. e Booot repository server is an implementation of an
image repository, which contains virtual appliances [11] (in the form of bootable
images) together with metadata defining each appliance. e metadata contains
a description of the image in several of the following categories:
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image maintenance
image origin, owner, users allowed to use this image

image requirements
hardware architecture, number of CPU, necessary disk space

image properties
properties of the installed OS; used in standard batch systems for selection of
needed functionality (OS flavor)

emetadata is used by the PBS Scheduler formatching images and the phys-
ical nodes where to run them, for authorization decisions, and by deployment
tools during the deployment phase.

Image deployment tools support the actual deployment of an image as well as
configuration of the system within (network setup, security keys assigned to this
virtual image). Network setup is either static (predefined IPs and host names
for virtual machines running “certified” images) or dynamic using DHCP. e
deployment tools reside in hypervisors of the computation host machines.

3.4.1 Domain Management

Booot handles the deployment of images and configuring new domains, as well
as domain removal and data backup. Domains are created with the following
command:

booot create [--dont-create-fs --no-image-copy|--think-about-copy|
--copy-rsync|--copy-dd_balloon} [-help] DOMAIN_NAME

--dont-create-fs don't create FS on LV
--no-image-copy don't copy image
--think-about-copy use heuristics for choosing copy method
--copy-rsync use rsync method
--copy-dd_balloon use dd_balloon method

and the deployment process goes as follows:
1. check whether all the system utilities necessary for installation are available

in the hypervisor domain (e.g. rsync, dd, …);
2. gathering parameters needed for installation (command line parameters, class

parameters – see Section 3.4.3, run-time parameters – Section 3.4.4);
3. check whether the domain is not (accidentally) running;
4. creating logical volumes for installation (LVM);
5. creating file system on logical volumes;
6. copying the image from the repository;
7. image configuration;
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8. uploading /scratch data.
Domain removal is done with the command:

booot delete DOMAIN_NAME

and the removal of the domain proceeds in the following steps:
1. check whether all system utilities necessary for installation are available (e.g.

rsync, dd, …);
2. gathering of the parameters needed for installation (analogical to installation

parameters);
3. check whether the domain is stopped (if it has been stopped by PBS and

Magrathea);
4. backup of system logs;
5. backup of /scratch;
6. removal of the domain from the physical host.

3.4.2 Image Repository

e repository server stores images of virtual domains, their ssh keys and keytabs,
and scripts for domain customization. e data needed for installation is down-
loaded from the repository server, either via rsync or using the NFSv4 file system.

Downloads of sensitive data like krb5 keytabs or ssh keys are authorized by
the host principal of the Dom0 machine, which initiates the download. We use
remclt to get keys and keytabs and rsh to manage /scratch files and logging data.

3.4.3 Installation Classes
To customize installed domains, parameters like the number of requested CPUs,
necessary disk partitioning, etc. need to be known and various configuration files
must be prepared. Booot introduces a concept of the so called installation classes.

Domains running on similar hardware belong to one installation class and
share all configuration parameters and customization scripts. A Booot adminis-
trator then creates a mapping between the domain name and the installation class
it belongs to, in a configuration file of Booot.

erefore, when Booot installs a domain, it finds a class corresponding to
the installed domain and sets up all parameters and scripts defined for such a
class. Such scripts and parameters are therefore defined only once for a group of
domains.
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3.4.4 Run-time Parameters

Customization scripts, in addition, need parameters which are not a priori known
and are not available till the PBS calls Booot (mainly IP address, domain name).
Such parameters are gathered by Booot and stored in one file to be accessible for
all scripts, either Booot scripts or customization ones.

3.4.5 Customization Scripts

Customization scripts are divided into two categories – Dom0 and DomU scripts.
Dom0 scripts are used to customize the installation in the hypervisor domain,
i.e. to customize the computation node “from outside.” ey are controlled by
the Booot administrator, without user access. e scripts are used to configure
connecting the user domains to appropriate VLANs in cooperation with SBF.

DomU scripts are run in a restricted chroot environment of the installed user
domain. DomU scripts are part of the image and are under the control of the
image creator so that they can customize the image with respect to all installation
parameters given by Booot.

3.4.6 Installation Methods

To minimize the length of the time of installation, we developed two methods of
installation, each of them having benefits in various scenarios. Booot implements
heuristics to decide which method should be used.

As the first copy method we use a simple rsync. is method would be rela-
tively slow when installing the whole image on a clean file system, but can yield
significant time reductions when reinstalling the existing domain originating in
the same image. e network transfer is managed by rsync itself.

e secondmethod tries to reduce the duration of installation when installing
a new image on a clean disk. It deploys a raw data transfer using the dd utility,
followed by a file system enlargement to fit the installation partition. e network
transfer from the image server is “hidden” in the NFS4 partition with installation
images and is mounted locally on the hypervisor domain. Using NFS4 also elim-
inates the bottleneck on the image server in case of several parallel data accesses,
i.e. in case of a large virtual cluster build, benefiting from the NFS4 cache mech-
anism.

3.4.7 Data Backup

Before a domain is removed, Booot stores some user and system data. First of all,
it stores the content of the /scratch directory, where user programs store their data.
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When the same user installs another domain, Booot uploads the latest user data
to the /scratch directory.

Booot also stores some system data, namely system logs. Is is done mainly to
enable post-mortem tracing and troubleshooting.

3.4.8 Performance
We have conducted several tests to measure the amount of time needed for im-
age deployment, in an effort to reduce the installation time as much as possible.
However, installation speed depends mainly on several factors:
— hardware used for hosting the installation (disk speed, network bandwidth),
— hardware used for the image repository (disk, network),
— size of the transferred data (image, logs, scratch),
— installation method.

When working on an up-to-date hardware (SATA disk, 1Gb Ethernet card)
with 1800MB data to transfer, the installation time varies from 30s to 60s.

To be more specific, we have tested three nodes with various hardware con-
figurations and site locations. Node A is a double AMD Opteron 2.4GHz with
an ATA UDMA/100 disk, located in Pilsen. Node B is a double Dual Core AMD
Opteron 2GHz with a SATA UDMA/100 disk, also located in Pilsen. Node C is a
quad processor Intel Xenon 3GHzwith a SATAUDMA/133 disk, located in Brno.
All nodes have 1Gbps Ethernet. e image server is located in Brno and runs on a
quad Dual Core AMD Opteron 2.6GHz, with the repository on RAID51 over 2×4
SATA 7200RPM disks.

We havemeasured the rsync data transfer from the image server, the rsync data
transfer from the locally mounted image on the NFSv4 file system, and finally the
dd data transfer from the locally mounted NFS4 file system. e rsync test was the
“first run”, copying to the clean file system. e results are shown in Table 2.

Table 2. Image installation time.

rsync remote rsync local NFSv4 dd local NFSv4
Node A 8m 15s 22m 15s 3m 1s
Node B 3m 20s 3m 34s 0m 56s
Node C 2m 20s 1m 10s 0m 26s

All of the measured data are average values of several measurements, how-
ever, they are supposed to be mainly illustrative rather than statistically correct.
Clearly, there is some misbehaviour of a slower disk and rsync from NFSv4 (see
times greater then 20 minutes for node A) which we do not fully understand yet.
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e behaviour of a locally mounted NFSv4 volume is a bit fuzzy and needs fur-
ther investigation and tuning. On the other hand, currently the booot does not
use this method for installation, so it is mostly a theoretical exercise.

Table 3 presents the performance data of Booot itself. We take node C and
measure the dd method, the rsync method on a clean file system, the rsync method
on an already installed file system and PBS +Magrathea overhead. e size of the
image is 1800MB.

Table 3. Booot performance.

Method Booot time Total time
dd balloon 38s 1m 42s
rsync 52s 1m 49s
rsync on clean FS 2m 26s 3m 25s
domain removal 4s 6s

Again, all measured data are the average values of several measurements. We
can see that PBS + Magrathea overhead is approximately 1 minute. e vast ma-
jority of this time is consumed by the boot process of the installed domain. Do-
main removal is very fast, it is done in a few seconds.

e challenges will also include the further tuning of the used heuristics for
choosing the installation method, because the behaviour of various hardware can
affect the resulting installation time significantly.

4 PBSPro Extensions

4.1 Internal Structure
e PBSPro installation used in MetaCentrum was already modified [1] to sup-

port the virtual machines managed by Magrathea. In a nutshell, the PBS Sched-
uler must take into account not only the machine state according to the PBS, but
also respect the Magrathea status of any virtual machines in the process of select-
ing nodes for jobs. Using the Magrathea status, the scheduler can detect virtual
nodes which are available as “free” in PBS, but running on a physical node already
occupied by another running virtual machine. For “frozen” domains, the PBSPro
Server had to be also modified to handle cases of jobs running in a suspended
domain. e PBS must be aware of such a situation in order not to consider the
machine and the job dead and to resubmit the job to another machine.

Full support for virtual cluster management required wider modifications of
PBSPro. e PBS Scheduler supports nodes in the “down-bootable” state, rep-
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resenting a situation where the node is not running but the required image could
be installed and started on this node. Such a node can be selected to run jobs,
even if the node is not usable according to its PBS state (it is not running). e
PBS Server was modified to handle such situations, too; the request to start a vir-
tual machine is redirected to a process running on the hosting domain – there, a
slightly modified PBSMom process is running and callingMagrathea services for
VM management.

Virtual clusters are represented as a special type of job (cluster container)
representing a submitted and/or running cluster. Scheduling such a container is
similar to scheduling standard parallel jobs, with the exception of the usability
of potentially bootable nodes. is approach unifies standard jobs and cluster
containers for the scheduler. e scheduler is using the same policy for all types
of jobs and supports the fair sharing of nodes between jobs and clusters. e
implementation also fulfils another key requirement – the ability to submit virtual
clusters using a standard PBS command line interface, with minimal difference to
standard jobs. One new option -l cluster is supported by the qsub command
used for the job submission, and image properties from metadata description of
images can be used in the node selection option -l nodes.

e PBS Cache is used to store information concerning individual virtual
clusters: fundamental details (owner, private network identification), mapping
of virtual machines to physical resources, and the allocation of virtual nodes by
clusters. e PBS can also access the image repository and read additional in-
formation regarding the applicability of virtual images to various machines, and
other properties of the images. is information is used in virtual cluster con-
struction to match the requirements of an experiment to applicable images and –
through them – to hardware. For example, a query of image properties may show
that there are multiple images suitable to run a certain experiment. In that case,
the actual image will be selected to match the available (free) hardware resources.

As an important innovation, the clusters made available byMetaCentrum are
pre-installed with a PBSMOM (Machine OrientedMiniserver), allowing the cen-
tral PBS to schedule jobs to run within a virtual cluster comprising such images.

e PBS will only schedule jobs submitted by the owner of the cluster or mem-
bers of a group permitted by the owner, but, apart from that, job submission and
monitoring commands such as qsub can be used in their usual manner.

e authorization service relied upon by the PBS to allow owners to delegate
the rights for submitting jobs into their virtual clusters to groups of other users is
discussed in Section 6.



Virtual Clusters as a New Service of MetaCentrum, the Czech NGI 139

4.2 Command Line Interface

ere are commands used to control and monitor the life cycle of a virtual cluster.
eir usage will be described in the following text.

4.2.1 cluster_submit

cluster_submit is a wrapper of the qsub command used specifically to submit
cluster-type jobs.

Options:
-h | --help Show this help
-p | --private Request a private network

for the cluster
-n | -N | --name Cluster name
-l | --nodes Number of nodes
-v | --verbose Debugging output

e name of the cluster (-n) is the only mandatory argument, the others are
optional. e name of the cluster may be chosen freely but it may not contain
whitespace. e number of nodes (-l) is given in the form accepted by qsub. e
-p argument is used to request a private network to encapsulate the cluster. e
following example will request a cluster with two nodes running the debian image:

cluster_submit -N ruda_cluster -l 2:debian

e cluster_submit command submits the cluster request and returns an
ID of the cluster-type job. Additional information on the status of the cluster
and identification of the private network (if requested) is available upon calling
cluster_status.

4.2.2 cluster_list

cluster_list returns a list of all clusters known to the job management infras-
tructure, extracted from the PBS cache. e command does not take any argu-
ments. For example:

$ cluster_list
Cluster name Cache record
============================================================
cluster owner=ruda@vilya.ics.muni.cz



140 M R  .

4.2.3 cluster_status

e cluster_status command returns a detailed overview of an existing cluster.
Its only argument is the name of the cluster. For example, referring to the cluster
submitted in the previous example:

$ cluster_status ruda_cluster
Cluster records:

Cluster name: ruda_cluster
Record ID: 1257935292
Attributes: owner=ruda@vilya.ics.muni.cz
Job ID: 485.vilya
Owner: ruda@vilya.ics.muni.cz
Machines: skirit82-2.ics.muni.cz skirit83-2.ics.muni.cz
Username: ruda
Elapsed: 720:0
State: R
Time: 00:04

4.2.4 cluster_delete

cluster_delete is used to remove the cluster once it is not needed anymore. e
only argument is the name of the cluster. cluster_purge may be used to remove
the cluster should it crash unexpectedly and prove impossible to delete by clus-
ter_delete.

4.2.5 cluster_purge

e cluster_delete command is used to remove stale or inactive records of clus-
ters that have already been stopped or crashed unexpectedly. e command takes
only the name of the cluster as an argument.

4.2.6 pbsnodes

Standard BPS commands may be used to view information as usual, including
that related to virtual clusters. Among them, pbsnodes provides the most insight
by, for example, recognizing and reporting correctly the newly defined types of
nodes:

$ pbsnodes -a
skirit78.ics.muni.cz

Host = skirit78.ics.muni.cz
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ntype = cloud
state = free

...
skirit78-1.ics.muni.cz

Host = skirit78-1.ics.muni.cz
ntype = virt
state = free
license = u

...
skirit78-2.ics.muni.cz

Host = skirit78-2.ics.muni.cz
ntype = virt
state = down
license = u
pcpus = 4

Details of individual nodes have also been extended to display the virtual
node status properly:

$ pbsnodes skirit78-2.ics.muni.cz
skirit78-2.ics.muni.cz

Host = skirit78-2.ics.muni.cz
ntype = virt
state = free,cloud
license = u
pcpus = 4
properties = virtual,brno,vi782
added_properties = debian
resources_available.arch = linux
resources_available.mem = 3379452kb
resources_available.ncpus = 4

...

5 Networking

e main motivation for incorporating the networking layer into virtual cluster
services is to hide the complexity of the underlying network structure from the
users. Every cluster, even spread over many sites connected by a country-wide
WAN network, can be seen as a single layer 2 network segment.
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As described in Section 2, separating the clusters into discrete VLANs also
encapsulates them in the sense of security. e design and implementation of
MetaCentrum virtual networks is described in [3].

5.1 VLAN Set-up

To give a brief overview, virtual network management – the VLAN allocation ser-
vice called SBF – is integrated with the PBS-based virtual cluster manager. e
SBF configures the edge switches of the infrastructure to provide VLANs to the
appropriate ports. Moreover, the Booot service, in cooperation with SBF, config-
ures the participating virtual cluster nodes to VLANs. e backbone network is
realized with a VPLS and/or Xponder network. More detailed information is also
available in [13], which also documents the performance of the virtual network.
It turns out that network virtualization does not result in any overhead.

e set-up and tear-down of a VLAN over the network is surprisingly very
fast. e time necessary to configure the edge switches is under 10 seconds in the
majority of cases (30 seconds is a timeout hardcoded in SBF, it has never been
reached provided the network is functional). It would be pointless to perform
more detailed measurements when we compare this time with the time scale of
the whole set-up operation (mere minutes, in the case of node image copying)
with the virtual cluster life time (hours to months).

5.2 Service Image

While our previous work studied mainly the large area layer 2 network behaviour
(e.g. [2]), this report discusses the means of user access to the closed cluster and
some network optimizations to access MetaCentrum services.

Let us consider the use case when the cluster is completely closed in a vir-
tual LAN. To make the virtual cluster practical for the user, providing access is
necessary. e gateway does not serve only for the user access, but also the vir-
tual cluster addressing, and network shortcuts to access MetaCentrum services.
It is realized by a more general service machine, therefore we call the machine
installation a service image.

ere are essentially two options in placing the service image: it can be either
a single installation serving all virtual clusters, or a virtual machine added to (and
dedicated to) each virtual cluster. As the service machine handles all communica-
tions among the cluster, its users, and the outside world, scalability reasons made
us build a dedicated machine for each cluster. e machine is set up by the PBS,
together with computation nodes of the virtual cluster, and is basically hidden
to the user. It is attached to the virtual cluster VLAN with one interface and to
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the outside Internet with the other. As the service machine communicates with
the outside world using the MetaCentrum IP address space, the image must be
necessarily provided by MetaCentrum.

5.2.1 Addressing the Virtual Cluster, DNS

Addresses for the virtual cluster can be configured by the user either directly to
the computation node images (which is quite impractical for storage reasons), or
via DHCP running on the service machine. e user provides a block of addresses
for the cluster when the cluster is requested. e block of addresses is set by the
user when requesting the cluster (using qcluster) and it is propagated as a setup
parameter to the service image.

As we cannot predict virtual cluster addressing (it is at the user’s discretion),
we solved the potential DNS (un)reachability by running our own DNS on the
service machine. e DNS runs in the caching mode, i.e. it forwards requests to a
superior DNS. In the future, it could also provide domain names for the block of
addresses of the virtual cluster. e DNS server address is provided by the DHCP
to the virtual cluster nodes.

5.2.2 User Access to the Cluster

Let us discuss user access to the private virtual cluster in the case when the virtual
cluster becomes a part of the user’s address space. e IP addresses in the clus-
ter are configured by the user and the cluster is connected to the user’s network
by means of routing via a VPN. e cluster falls completely into the user’s local
network policy, and for the end user or anybody in the Internet, it is not distin-
guishable from a physical local cluster at the user’s site. is approach is suitable
for cases where departmental clusters exist and we want to provide their admin-
istrators with tools allowing them to use MetaCentrum resources without adding
any visible obstacles to the end users.

Figure 4 shows this situation. ere are two views of the same reality. e
user view of the cluster is “just the departmental cluster”, the difference being
that hardware resources have been added (physically hosted in MetaCentrum).

From the implementation point of view, we first describe the right half, pro-
vided byMetaCentrum upon the user’s request to create a new private virtual clus-
ter. e virtual cluster consists of several virtual machines and one VLAN realized
by advanced CESNET core network services (VPLS/Xponder based, see [13] for
details). e VLAN is completely isolated at the MetaCentrum level, and the only
connection to the outside network is realized on the service machine by means
of tunnelling to the user’s home network. e server side of the tunnel is imple-
mented by an OpenVPN server running at the service node of the virtual cluster.
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Figure 4. Virtual cluster publication as a part of the user network

at node is set up automatically by the virtual cluster management services.
e user side of the tunnel is implemented by an OpenVPN client configured

by the user as described below. For the user part, see the le half of the imple-
mentation in Figure 4. e user provides his/her end of the tunnel and routing
for the virtual cluster nodes in exactly the same way as he/she provides for the
physical local nodes (referenced as P in the figure).

e OpenVPN is nevertheless intended to connect a single interface to a dis-
tant (“corporate”) LAN. emodus operandi is slightly different here: we connect
a distant cluster to a LAN. e OpenVPN client is not ready to attach a network
to a remote LAN, just an interface. is can be solved by Ethernet bridging, not
only on the service machine side, but also at the client side.

e OpenVPN client configuration is the following:

dev tap
proto tcp-client
port 8080
remote 147.251.11.111
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ping 1
ping-restart 45
ping-timer-rem
persist-tun
persist-key
verb 3
cert /etc/openvpn/mp_cert.pem
key /etc/openvpn/mp_key.pem
ca /etc/openvpn/ca.pem
tls-client

where ca.pem is the CESNET certificate, and mp_cert.pem and mp_key.pem
are the user certificate and key. e user starts OpenVPN with this configuration.

If the OpenVPN connects the cluster network with the user’s home network,
the following steps are necessary to provide appropriate bridging:

brctl addbr br0
brctl addif br0 tap0
brctl addif br0 ethX
ifconfig br0 $ip netmask $mask up
ifconfig ethX 0.0.0.0 up
ifconfig tap0 up

where ethX is an interface in the network to be connected, $ip is an address
in that network, and $mask is its mask.

If the machine is multi-homed, it is also necessary to remove the default route.

5.2.3 MetaCenter Services Access Shortcuts
e configuration described above is sufficient from a functional point of view; the

virtual cluster is able to reach all the MetaCenter services in such a configuration.
It may be inadequate in performance, as all the network traffic from the virtual
cluster (physically set in the MetaCenter) traverses the user’s home network also
in instances when internal MetaCenter services are used, e.g. Kerberos and/or file
system access.

Network Address Translation (NAT) can be used to provide such a short-
cut. Using NAT has several advantages. e machines inside the virtual clus-
ter access the services the same way as if they were anyplace in the Internet, i.e.
using the same addresses and/or domain name. As NAT is commonly used to
“enlarge” the available address space (breaking, unfortunately, the original end-
to-end paradigms of the Internet), most protocols are able to deal with that.



146 M R  .

e service machine supports three networking scenarios related to NAT.
First, NAT is disabled and it is up to the user to set up the proper networking,
either static or dynamic using DHCP. Second, NAT is enabled without any ex-
ception, i.e. any node of the virtual cluster can access the outer network through
the service machine. ird, NAT is enabled but limited to merely selected services
and servers in MetaCenter. Currently, the limited NAT allows access to AFS and
NFS servers and to all KDC (Kerberos) servers. Users can choose either disabled
or MetaCenter limited NAT. e least restrictive unlimited NAT is reserved for
use withMetaCenter-provided images, as it is practically equivalent to publishing
the cluster under MetaCenter address space.

When NAT is enabled, routing toMetaCenter servers outside the virtual clus-
ter must be set on all computation nodes in the cluster. In that case, the DHCP
server pushes static routes (the default route for unlimited NAT and sets of routes
just to the servers for limited NAT) to the nodes.

5.2.4 NFS over NAT Performance
NAT increases the latency of the network. NFS is highly sensitive to network
latency, thus we provide a basic evaluation of NFS behaviour over NAT compared
with the standard local network. We used a set of tasks that suffer from network
latency, i.e. they use many synchronous operations in the NFS protocol, such as
creating files.

We evaluated NFS behaviour using three operations: unpacking Linux ker-
nel sources (the untar line), building the kernel (the make line), deleting built
tree (the rm -rf line). e last line shows the round trip time through NAT and
through the real network. e results can be found in Table 4. e measurements
are wall clock times of the operations, with averages of five runs and appropriate
measurement errors. As we can see, the slowdown is significant. e slowdown
corresponds to our experiences of the NFS performance relationship to link la-
tency (also shown in the table). e performance loss is also proportional to the
number of synchronous operations (mainly file creation). is is especially sig-
nificant in building the kernel that transfers files from storage to the computation
node and creates an enormous amount of temporary files. Determining the exact
cause in the NAT transfer as well as finding a reasonable solution for traversing
NFS traffic to the user cluster nevertheless merits further investigation, which is
planned as future work.
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Table 4. Performance limitations of NFS over NAT
Operation Native NFS NFS over NAT
untar 83±4s 134±10s
make 183±7s 830±15s
rm -rf 20±1s 48±6s
ping 0.146 ms 0.304 ms

6 Authorization
Various security related issues had to be addressed during the implementation
of the virtual clusters. Problems related to non-trusted node images and their
encapsulation in private networks were discussed in Section 5. In this section,
authorization related development is described.

6.1 Architecture
We use a common authorization framework designed and implemented in the
MetaCentrum context [15]. It is based on groups and roles or privileges associated
with these groups.
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e architecture consists of three parts (see Figure 5):
group management

Definition of groups and their membership is a common task provided for all
the MetaCentrum services by a single service based on Grouper2.

authorization data distribution
Perun [14], the MetaCentrum management tool, is responsible for distribut-
ing the groupmembership information to the services. e Perun service pro-
vides all nodes with an up-to-date copy of group membership information in
the form of a local file.

decision points
Services use the authorization information to make the decision. It is the
responsibility of each service to assign particular privileges to the groups.

6.2 Decision points

Authorization decisions should be made for several services:
cluster management

Clustermanagement rights are associatedwith the container job, representing
the whole cluster. By default, only the container owner can manipulate the
cluster (e.g. to shut it down). e cluster specification command supports the
parameter defining the group of users with cluster management privileges.
Both the standard Unix group and the group defined by the Grouper tool
are supported on the PBS Server. Its implementation is straightforward for
users, the groupmechanism is already supported by a PBSPro for limiting the
access to privileged queues. Our implementation follows the same strategy,
with additional support for the MetaCentrum authorization service [15].

job submit into cluster
e same group authorization mechanism is implemented in the PBS Sched-

uler, for decisions whether a user can submit jobs into the cluster managed by
the central PBSPro. In future work, the groups defining access to the cluster
and the management of the cluster could be split.

access rights on a VPN server
e service machine authorizes the users according to their certificates, in

particular their DN from the certificates. e DNs are maintained in a file on
the service machine, this file is updated by a Perun service.

2 http://grouper.internet2.edu/
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access to private worker nodes
Nodes installed from user-supplied images are completely under the user’s
control. MetaCentrum administrators do not have root access to those nodes,
and it is up to the image owners to implement their own authorization. Sev-
eral techniques are suggested, all the way from a pre-allowed ssh access based
on private keys, to a Kerberos based access control using the MetaCentrum
Kerberos realm.

access to public worker nodes
Access to publicly available computation nodes is currently not limited, ana-
logically to access to standard computation nodes. e MetaCentrum instal-
lation of nodes contains cleaning processes, which are responsible for the
monitoring of user activities and disallowing any longer processes of users
not running jobs on cluster nodes. In the near future, a new Linux PAM
based module is planned, which may deny the access of those users to such
nodes completely.

privileges on Magrathea
Authorization decisions could also be done on theMagrathea service, provid-
ing to cluster owners the possibility to restart completely a virtual machine
belonging to the cluster. Such a functionality is planned to be implemented
next year.

7 Related Work
As virtualization has recently become very popular in high performance comput-
ing, several projects have emerged to deal with virtual machines on worker nodes
of computational clusters. As for the original motivation, probably the closest
project to ours is [4]. Another interesting project aims to provide dynamic virtual
clustering [5] (DVC) using the Xen virtual machine monitor, the Moab workload
manager and the Torque resource manager. Working in cooperation with Moab
developers, the authors of DVC managed to provide for the transparent creation
of clusters of virtual machines. Virtual clusters are also allowed to span multi-
ple physical clusters by borrowing any required resources from the resource man-
agers of those clusters. e integration of virtual machines to batch systems in
the EGEE project was the motivation for work in [8]. A similar development was
done in [7], where virtual machines are integrated with the PANDA framework,
using a LSF batch system.

e idea of complete clusters of virtual machines, built on-demand and ac-
cording to user specifications, is one of the key features of clouds [12]. Two open-
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source implementations of cloud technology [6] can be referred to as examples of
cloud infrastructure, which allows the user-supplied images of nodes to be started
on remote resources and arranged to sets of nodes comprising one group.

e management of virtual images was studied in [11], where a virtual ap-
pliance, as an application combined with an environment required by the appli-
cation, was defined. Management and deployment of such images was studied,
for example, in [10], which also motivated our work. Several pre-installed images
(including OSG and CernVM images) can be found in the repository3.

A representative list of efforts related to the networking scheme has been pre-
sented in our work [13].

Our work contributes to the world-wide effort by introducing characteristic
cloud features into theHPC environment, andmaking them accessible –withmin-
imal modifications – through traditional batch system interfaces. e integration
with advanced networking services constitutes a complete solution for encapsu-
lating virtual computing resources in virtual networks. Integration with cloud
interfaces (Globus Workspaces) is going to continue into the future.

8 Conclusion
A prototype has already been deployed and its development has been geared to-
wards the needs of the early adopters. In the foreseeable future, the solution will
be made available across the whole National Grid Infrastructure, and the devel-
opment team will focus their efforts on its further evolution.

In the short term, the service will be extended with other features, such as
group authorization mechanisms, which allows owners to delegate the permission
to handle (turn off, restart) their virtual clusters. Also, a virtual image repository
service will be designed to handle standard images, as well as custom images sub-
mitted by users.

e long-term goals include integration with cloud interfaces and the exten-
sion of the system to support not only PBSPro but other batch job systems, such
as Torque, as well.
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Overlapping eduroam Networks Operated by
Different Organizations

J F

Abstract
is paper describes one of the most problematic aspects of the eduroam net-

work deployment in a heterogeneous environment and it’s possible solution. e
problem described in this paper may occur whenever two or more organizations
providing the eduroam wireless network cover the same physical space and their
radio networks overlap. is well known issue is also mentioned in the European
roaming policy. e aim of this article is to describe the general technical solu-
tion - not to provide the detailed configuration procedure. is would be just a
useless replication of manual pages.

Keywords: eduroam, wireless controller, campus WiFi solution

1 Introduction
eduroam, which stands for Education Roaming, is a RADIUS-based infrastruc-
ture that uses 802.1x security technology to allow for inter-institutional roaming.

Figure 1. e eduroam logo

Having an eduroam account allows users visiting other institutions connected
to the eduroam infrastructure to log on to the visited WLANs, using the same
credentials which they use at their home institution. Depending on the local poli-
cies at the visited institutions, eduroam participants may also have additional re-
sources at their disposal. All this with a minimum of administrative overhead. See
the project web pages for more details.1

is text is focused on the description of how to deploy radio networks in
campuses where more than one independent academic institution is located in
a limited area. is specific environment determines the requirements on the

1 http://www.eduroam.org
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WiFi radio networks of each organization. e interferences and signal distor-
tion between the networks should be eliminated, while also improving the signal
coverage of the campus area as much as possible and without signal gaps. Un-
fortunately, these are partly conflicting requirements, and in practise it is usually
impossible to avoid the interference between radio networks of different organi-
zations completely.

e efficiency of deploying radio networks (not only the costs involved but
also the radio bandwidth utilization) should be taken into account as well. Having
two independent radio networks in an area where only one is sufficient is obviously
a waste of resources. With an emphasis on user comfort, the best solution seems
to be to interconnect all radio networks in the campus and to ensure transparent
roaming between them. From the user’s point of view, all borders between radio
networks should be hidden and the whole campus should be perceived by users
as one unified radio network.

e eduroam system can ensure an unified network environment in campuses
where more than one university/organization is located. It allows transparent net-
work access for users within the whole campus, but it also results in a couple of
technical issues, namely radio signal overlapping and interferences between radio
networks of different organizations. To minimize these effects, some complex ra-
dio channel and transmit power settings are required. is work is not easy and
needs cooperation between network operators of all involved organizations. Of
course, themore Access Points are in the game, the worse the problem is. eman-
agement is difficult by itself if some institution has tens of APs (not uncommon in
these days) and due to interferences with other radio networks serious problems
can arise. As was mentioned above, the most serious problem is the overlapping
of two or more radio networks with the same SSID.

2 Problem Description and Possible Solutions

e problem comes up when the radio signals of two or more networks operated
by different organizations, but using the same network identifier (eduroam), are
accessible at one physical location. A computer located at this place might then
keep flipping between access points (AP) operated by different organizations (see
Figure 2).

Although these networks share the same SSID (the radio network identi-
fier) “eduroam”, they provide access to different networks with different IP ad-
dress spaces, different DNS servers, different filtration policies etc. On every re-
association to a different network the client computer must re-authenticate and
obtain a new IP address together with a whole network configuration. is pro-
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cess is time consuming (it may take several seconds) and makes users unhappy
because of temporary connection breakdowns. e computer network is becom-
ing useless for users if these “jumps” occurs frequently.

In theory, there are several possible solutions to this problem. For instance,
it is possible to change the SSID of each organization (e.g. by adding a suffix
which is describing an organization: eduroam_cesnet, eduroam_vscht, …). is
solution is mentioned in the eduroam roaming policy document (see [1]). It is
easy to implement and completely solves the problem of flapping clients but it
has also a couple of disadvantages. It is necessary to change the configuration
on the client’s device and the beauty of transparent roaming between different
organizations is totally lost – the client must reconnect to a different SSID while
changing his/her position between institutions.

Internet

User

SSID: eduroam

IP: 10.1.1.0/24

DNS: 10.1.1.x

…

SSID: eduroam

IP: 10.2.2.0/24

DNS: 10.2.2.x

…

Organization A Organization B

Figure 2. Campus WiFi deployment

Another possible solution is to deploy a single VLAN across the whole cam-
pus. APs of all the organizations are connected to this single VLAN and operated
in a shared IP address space. e whole network would appear as one although it
would consist of access points of different organizations. e problem of flapping
clients would not be solved completely although it would improve a bit. e client
would still have to re-authenticate a er a “jump” to an AP belonging to a different
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organization but the IP address it would get would be the same (from the same
IP address space, from the same DHCP server) and all open network connections
would stay up. e client would observe just a short network malfunction during
re-authentication. However, this solution has many disadvantages. Management
of the APs would be very complex in such a wide network, it would not be clear
who is responsible for what (either the local network administrator or the admin-
istrator from the organization operating the central VLAN). It may also result in
very complex and tedious troubleshooting (who should the user contact in case
of a network malfunction?). Last, but not least, this solution requires one large
IP address space which must provide IP addresses for every AP in the campus. To
obtain and to manage such a large IP address space is much more complicated
than for many small IP spaces.

e best solution of the flapping clients problem seems to be the deployment
of a wireless controller.

3 A Solution Based on WLC (Wireless LAN Controller)

e deployment of wireless controllers can very effectively eliminate the problem
described above. Each organization in the physical area operates its own con-
troller (this is necessary for the preservation of full control over their radio net-
works). All APs are connected to the WLC via an L3 (or less frequently an L2)
tunnel which transports all data and control traffic between the AP and the WLC.

e tunnel protocol is known as LWAPP (Light Weight Access Point Protocol)
and it is a CISCO proprietary protocol. A standardized equivalent (CAPWAP)
allowing interoperability between devices of different vendors is being prepared
by the IETF. All traffic from the radio network is transported to the WLC via the
LWAPP tunnel; the AP acts merely as a “remote radio” without any sophisticated
logic. All data processing is done on the controller. e roaming of the client
(which is associated to an AP of any particular WLC) to the AP connected to the
same WLC takes only a couple of milliseconds. All authentication data is stored
on the WLC and the client does not have to re-authenticate to the network again
(also DHCP assignment of the IP address is omitted).

e controller-based solution also has other additional benefits, like dynamic
control of the radio characteristics, or the significant simplification of configura-
tion, which is apparent mainly with a large number of access points, etc. e en-
tire configuration setup is executed centrally on the WLC. at creates significant
simplification (the individual autonomous APs do not have to be reconfigured
manually any more). e WLC ensures the automatic control of radio parameters
(such as transmitting power, channel selection, etc) and thereby completely elim-
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inates complex manual configuration of the APs. e transmitting power and
radio channel of any particular AP is set by the WLC, based on information of
signal strength from the neighbouring APs (the WLC collects this information
from every AP). e WLC tries to cover the whole area around the APs as fully as
possible (without any signal gaps) and simultaneously without troublesome inter-
ferences between APs. Another interesting and important feature is the rogue AP
detection. e WLC can uncover (and in limited manner also locate) malicious
APs which are located on the site but which are not part of our radio network.

Layer 2

or Layer 3

Network

LWAP APs Connected to WLC

LWAP

LWAP

LWAP

LWAP

LW
AP

LWAP

Figure 3. LWAPP access points

e detection is based on data provided by every AP connected to the WLC.
is is a very important instrument for the network operator during networkmain-

tenance and especially for solving security incidents.
e described architecture has its drawbacks, too. It is relatively costly and

proprietary (but this should change in the near future with the CAPWAP proto-
col deployment). Only LWAPP capable APs can be connected to the WLC. But
most wide-spread APs like CISCO 1230 or 1240 series do not support LWAPP.
Fortunately, these APs can be very simply converted to the LWAPP mode – just
by upgrading the firmware.

e fast roaming works well not only within the scope of a single WLC but
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Figure 4. Client roaming

it can be also configured for roaming between APs connected to different WLCs.
For this, the controllers should be connected into one “mobility group” (see [2]
for more info). All WLCs exchange important data (about radio parameters of
their APs and about associated clients) with other WLCs within the scope of the
mobility group. As a result, single global management of radio parameters is
maintained within the mobility group (coordinated control of channel allocation
and transmitting power settings). At the same time, fast roaming between APs
under control of different WLCs is possible. Although the WLCs are connected
to a single mobility group, their autonomy is preserved and each controls the APs
connected to it thus keeping them under the control of their owners.

Let’s assume that a client is connected to the AP B (which is connected to the
WLC1) for the first time (see Figure 4). A er the successful authentication to the
network, the client gets its IP address from the DHCP server. e whole client’s
IP payload goes from the client via the AP B to the WLC 1 and then to the wired
network. During this initial association of the client, the WLC 1 sends informa-
tion about the client (its MAC address, IP address, credentials) to all controllers
within the scope of the mobility group. If the client roams to another AP which is
under the control of another WLC, e.g. to the AP C, the lengthy authentication
and IP address assignment does not occur again because theWLC2 already knows
the client and it can immediately start transferring the data. Once any WLC de-
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tects a connection of a client which had been previously associated with another
controller (i.e. to an AP under the control of any other WLC), it sets up a bidirec-
tional tunnel to transport the user’s payload. is tunnel is established between
the WLC where the client associated for the first time (its “anchor controller”)
and the WLC where the client is associated currently. e entire user payload is
carried through this tunnel to the network. is means that the routing is not af-
fected by roaming and the client can keep its original IP address (assigned under
the WLC1) in spite of the WLC2 operating with a completely different IP address
space. All APs of an organization are connected (at the IP layer) to the organiza-
tion’s controller via the Light Weight Access Point Protocol, giving the controller
the full control over them. If the client “jumps” between the APs of different orga-
nizations, both involved controllers immediately use a tunnel (created during the
initial configuration of the mobility group) to transport the client’s payload to the
controller to which the user was associated for the first time. e data stream is
then decapsulated and routed to the wired network as if the client was connected
directly to this ”initial” controller.

WLC

WLC

WLCWLC

Network

Mobility Group

Figure 5. Mobility group

e concept described above is used for solving the problem of interferences
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from many radio networks (with the same SSID) within a single campus area.
Each organization runs its own autonomous WLC and these controllers are in-
terconnected to a single common mobility group. A client can then move around
the whole campus and, while roaming between APs, still keep the same IP address
(the one it has received during the first association to the network). Neither re-
authentication nor change of the client’s IP address is required, and the user does
not observe any connection breakdown. e time for roaming between two APs
(no matter if they are connected to the same controller or to different controllers
in one mobility group) is assured to be less than 30ms which is sufficient even for
Voice over IP applications.

4 Case Study – CTU Campus

is technical solution is successfully operated at the CTU (Czech Technical Uni-
versity) campus in Dejvice, Prague, Czech Republic, where six academic organi-
zations are located very closely in one area. Each of the organizations operates
its own autonomous radio network which is connected to the eduroam roaming
system. Our solution is based on the CISCO platform because all radio equip-
ment (access points) used by organizations in the campus are from this vendor.
However, this solution is generic and can be based also on products of other man-
ufacturers (unfortunately no other solutions were tested because the equipment
from other vendors was not available).

is solution provides optimal signal coverage almost in the whole campus.
Interferences are minimized because radio parameters (channels assignment and
transmitting power) of all APs are controlled centrally by the WLCs which are
exchanging data about radio parameters of their APs. e autonomy of each radio
network is still preserved because each organization runs its own controller and
has all its APs under its full control. Each organization usually transmits also its
own SSID which has only local relevance and is used only by users local to the
organization. e only common SSID in the whole campus is eduroam.

Because a controller itself is potentially a single point of failure, it is neces-
sary to provide an appropriate backup. If the WLC fails the whole radio network
becomes unusable – the APs can not work without a controller. One backup con-
troller for all organizations is implemented in the campus. If any controller fails,
its APs automatically connect to the backupWLC and continue working (just un-
der a slightly restricted mode). e backup WLC is configured to support only
the eduroam SSID and the private IP address space 10.20.0.0/16 (with NAT).
Neither local SSIDs of the participating organizations nor their IP address spaces
are available when using the backup WLC. is setup is sufficient for potentially
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Figure 6. Campus scheme

supporting all client devices within the campus in a case of a failure.

5 Configuration Description

e basic configuration of the WLC is relatively easy and is quite well described
in the original CISCO documentation (e.g. in [4]). e first step to deploy the
architecture described above is the configuration of the radio network with SSID
eduroam. An example configuration of the eduroam network can look like this:

(Cisco Controller) >show wlan 1
WLAN Identifier................................. 1
Profile Name.................................... eduroam
Network Name (SSID)............................. eduroam
Status.......................................... Enabled
MAC Filtering................................... Disabled
Broadcast SSID.................................. Enabled
AAA Policy Override............................. Disabled
Number of Active Clients........................ 14
Exclusionlist Timeout........................... 60 seconds
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Session Timeout................................. 1800 seconds
Interface....................................... eduroam-int
WLAN ACL........................................ unconfigured
DHCP Server..................................... Default
DHCP Address Assignment Required................ Disabled
Quality of Service.............................. Silver (best
effort)
WMM............................................. Allowed
CCX - AironetIe Support......................... Enabled
CCX - Gratuitous ProbeResponse (GPR)............ Disabled
CCX - Diagnostics Channel Capability............ Disabled
Dot11-Phone Mode (7920)......................... Disabled
Wired Protocol.................................. None
IPv6 Support.................................... Disabled
Peer-to-Peer Blocking Action.................... Disabled
Radio Policy.................................... All
Radius Servers

Authentication............................... 10.20.30.40
1812

Authentication............................... 10.20.30.41
1812

Accounting................................... 10.20.30.40
1813

Accounting................................... 10.20.30.41
1813
Local EAP Authentication........................ Disabled
Security

802.11 Authentication:....................... Open System
Static WEP Keys.............................. Disabled
802.1X....................................... Disabled
Wi-Fi Protected Access (WPA/WPA2)............ Enabled

WPA (SSN IE).............................. Enabled
TKIP Cipher............................ Enabled
AES Cipher............................. Enabled

WPA2 (RSN IE)............................. Enabled
TKIP Cipher............................ Enabled
AES Cipher............................. Enabled

Auth Key Management
802.1x................................. Enabled
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PSK.................................... Disabled
CCKM................................... Disabled

CKIP ........................................ Disabled
IP Security.................................. Disabled
IP Security Passthru......................... Disabled
Web Based Authentication..................... Disabled
Web-Passthrough.............................. Disabled
Conditional Web Redirect..................... Disabled
Auto Anchor.................................. Disabled
Cranite Passthru............................. Disabled
Fortress Passthru............................ Disabled
H-REAP Local Switching....................... Disabled
Infrastructure MFP protection................ Enabled

(Global Infrastructure MFP Disabled)
Client MFP................................... Optional
Tkip MIC Countermeasure Hold-down Timer...... 60

Mobility Anchor List
WLAN ID IP Address Status
------- --------------- ------

e next configuration step is the interconnection of all controllers into one
common mobility group. is ensures the exchanging of important data about
associated clients and radio parameters among all the WLCs within the campus.

e configuration is easy and clearly documented in theWLCmanual. EachWLC
within the mobility group is identified by its IP andMAC address. It is also neces-
sary to ensure free transport of data between controllers on intermediate firewalls,
if there are any. e example of the mobility group follows:

(Cisco Controller) >show mobility summary
Symmetric Mobility Tunneling (current) .......... Enabled
Symmetric Mobility Tunneling (after reboot) ..... Enabled
Mobility Protocol Port........................... 16666
Mobility Security Mode........................... Disabled
Default Mobility Domain.......................... DEJVICE
Mobility Keepalive interval...................... 10
Mobility Keepalive count......................... 3
Mobility Group members configured................ 8
Controllers configured in the Mobility Group
MAC Address IP Address Group Name Status
11:22:33:44:55:66 1.2.3.4 DEJVICE Up
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22:33:44:55:66:77 2.3.4.5 DEJVICE Up
33:44:55:66:77:88 3.4.5.6 DEJVICE Up
44:55:66:77:88:99 4.5.6.7 DEJVICE Up
55:66:77:88:99:11 5.6.7.8 DEJVICE Up
66:77:88:99:11:22 6.7.8.9 DEJVICE Up
77:88:99:11:22:33 7.8.9.1 DEJVICE Up
88:99:11:22:33:44 8.9.1.2 DEJVICE Up

e next important (but not necessary) configuration step is the restriction of
the AP connection to any particular WLC. An organization can define which APs
can connect to its controller. Typically, only its own APs are allowed to connect
to the organization’s controller. e backup WLC is open for any AP from the
whole campus. ese restrictions help to prevent a very unpleasant effect that
might occur during a failure of a WLC of any particular organization. If an AP
loses the connection to its primary WLC, it can theoretically connect to any other
WLC (if it has free resources) within the mobility group. Protecting their WLCs
against an unauthorized connection from foreign APs is in the best interest of
every organization. e problem described above really occurred in our practise.

Other configuration steps are standard and well described in vendor docu-
mentation.

6 Conclusions

A er having operated the described architecture for almost a year, we can say that
our experience is positive. All the problems caused by channels overlapping have
been solved by deploying the WLCs.

However, the advertised roaming speed in milliseconds works only for clients
supporting Cisco Compatible Extensions (CCX) version 4 and higher. is re-
quirement prevents all Linux based computers from fast roaming as they do not
support the CCX at all. ese machines must re-authenticate against a RADIUS
server during each “jump”. is operation takes about 3 seconds. A er the suc-
cessful authentication the whole mechanism works the same way as in the “fast
roaming” case. It means that the client device keeps its initial IP address, and, in
the case of roaming between two WLCs, all user payload is transported via a spe-
cial tunnel to the initial (anchor) WLC. us the client’s routing is preserved and
its opened network connections are not lost. e short time network drop-out dur-
ing the actual roaming time is acceptable for the majority of common applications
like email reading or web browsing. It is, however, unpleasant for applications
sensitive to packet loss like IP telephony.

Unfortunately, the “fast roaming” does not work with Intel WiFi cards under
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theWindowsXP systemwhich fully supports CCXv4. e cause of this problem is
not clear – it might be an error in the WLC so ware. Because this combination of
Windows XPwith thisWiFi card is very common, the problem is serious. With the
CISCO wireless card and an appropriate supplicant, the “fast roaming” between
controllers works as expected. e issue might be caused by any of the WLC, the
Windows system, the supplicant, or the wireless card driver. We are trying to find
a solution to this problem, in cooperation with the vendors.

Unfortunately, we can’t expect support of the CCX in Linux. As an alterna-
tive, the PKC (Proactive Key Caching) might be used in the future. e PMK
(Pairwise Master Key) is cached on the WLC during the initial client authentica-
tion. When the client then roams to any other AP, this stored key is used without
requiring the client to full authentication against the RADIUS server again. is
principle is similar to the CISCOmethod, but it is not proprietary and dependent
on the CCX extensions.

In spite of the problems described above, the WLC deployment seems to be
a beneficial choice and we can recommend it to other campuses with overlapped
radio networks with the same SSID.
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High Available eduroam RADIUS Server
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Abstract
is document describes the national RADIUSproxy server of theCzech eduroam

federation, which is implemented as a high available cluster consisting of two
nodes housed in two geographically separated localities. e cluster acts as a
single IP address to facilitate the setup of the RADIUS servers at each connected
organization’s end. e switchover between the active and passive node is done
by a Gratuitous ARP packet. e control and monitoring of the cluster is done
by the heartbeat daemon from the project Linux-HA1.

Keywords: eduroam, RADIUS server, High Availability, HA-Linux, heartbeat

1 Introduction
e usual method of achieving a high availability of the RADIUS server is to de-

ploy several independent RADIUS servers. is methodworks very well in simple
scenarios where RADIUS servers are authoritative. If a more complex infrastruc-
ture is hidden behind a local RADIUS server, it might become unresponsive be-
cause of this hidden infrastructure. If the RADIUS server becomes unresponsive,
it is marked as dead by a client (an AP or a RADIUS server) and another RADIUS
server from a pool is chosen. If there are no more remaining RADIUS servers in
the pool, authentication fails.

e hierarchical eduroam federation is a good example of such a complex
infrastructure. Marking a RADIUS server as dead is not a reliable method for
dealing with failing RADIUS servers in eduroam. A superior method is to mark as
dead only a realm instead of a complete RADIUS server. is dead realm mark-
ing2 method is implemented for Radiator, but in the eduroam infrastructure other
RADIUS server implementations are also used. Another promising approach is
RadSec, which uses TCP as a transport mechanism. With RadSec, the status of
the TCP connection can be used to indicate if a peer RADIUS server is alive. Un-
fortunately, RadSec is available only for UNIX based platforms but we also need
a solution for the Windows platform.

e Czech eduroam federation had been using two national RADIUS servers
from the autumn of 2004 until the summer of 2006, when a serious malfunction of

1 http://www.linux-ha.org/
2 http://wiki.eduroam.cz/dead-realm/docs/dead-realm.html

L. Lhotka, P. Satrapa (Editors) – Networking Studies IV: Selected Technical Reports, p. 167–177
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the first server occurred. During the period when the first server was down, only
a few institutions managed to use the second server correctly. e problems were
very likely caused by an incorrect setup on the part of the institutions, but this
type of flaws in the setup is very hard to detect before a real failure occurs.

e absence of dead realm marking for all of the used RADIUS server imple-
mentations and the bad experience from the summer of 2006 led us to remove the
second national RADIUS server from the Czech eduroam infrastructure. With a
good service contract guaranteeing us a quick replacement of failed components,
we could rest assured that the service would be restored in a few hours. But four
or more hours is still quite a long time, and also the inability to perform regu-
lar maintenance during working hours inspired us to develop a high availability
solution.

2 Explanation of Terms

2.1 High Availability – HA

High availability is a system design that assures an availability degree of a service
which is not possible to be achieved with a single component. For more informa-
tion see the Wikipedia article High Availability3.

2.2 Gratuitous ARP Packet
Gratuitous ARP packet is a method of announcing a MAC address in a local net-
work. e HA cluster uses a gratuitous packet for redirecting traffic from one
node to another. For more info see the Wikipedia article Address Resolution Pro-
tocol4.

2.3 RadSec

RadSec is a protocol for transporting RADIUS datagrams over TCP and TLS.
For more info see the article RadSec5 at Wikipedia

3 http://en.wikipedia.org/wiki/High_availability
4 http://en.wikipedia.org/wiki/Address_Resolution_Protocol#ARP_announcements
5 http://en.wikipedia.org/wiki/RadSec
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3 Analysis

eHARADIUS server is implemented as a cluster consisting of two nodes. Both
nodes use the same hardware – DELL PowerEdge R410. e first node is installed
in the primary CESNET server room (POP1) and the second is in a backup local-
ity (POP2).

node1 node2

r1
gateway + ping node r2

PoP1
PoP2

HA RADIUS

network connection

heartbeat messages

ping

Figure 1. HA RADIUS server schema

Due to a historical reason, the Czech national RADIUS proxy server uses an
IP address from a server segment connected to the router r1 located in POP1.
It means that, in case of the failure of the router r1 in POP1, the second node
located in POP2 will not be able to reach the Internet. It is possible to resolve
this problem by readdressing the national RADIUS proxy server, which would
however be a very complicated task, because its IP address is already registered in
many systems in connected organizations.
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3.1 Configuration Files of RADIUS Components

Configuration files of so ware components (firewall, IPsec, Radiator), together
creating the national RADIUS proxy server, are created by a script which uses in-
formation stored in CESNET CAAS (a LDAP directory). New configuration files
are generated whenever a Czech eduroam federation member requires a change
in their setup, or when a new organization becomes a member of the federation.
Except in these cases, the configuration files are static. Configuration files are
built by a script invoked manually by an administrator. To simplify the setup, the
script for building the configuration files is installed only on the first node. e
administrator must keep this in mind andmanually synchronize the configuration
files with the second node. In case the second node is in the active role, the ad-
ministrator must also restart the components whose configuration files have been
changed. From the point of view of the Czech eduroam federation, both nodes are
equivalent.

3.2 Status Data
All status data needed for providing services on the national RADIUSproxy server
are quite easy to recover. If a loss of status data happens during an ongoing user
authentication, then the user generally has to repeat his authentication attempt.
It is usually done automatically by the user’s supplicant so that the user typically
does not notice anything.

Review of status data kept on the national RADIUS proxy server:
— SA of IPsec connections:

• valid about 18 hours,
• to negotiate new ones requires typically 30 seconds, with a maximum of

5 minutes.
— TCP RadSec connections:

• permanently established until Radiator restarts (maximum 24 hours or a
new CRL),

• re-established typically in less than one second.
— status data for the dead realm marking feature:

• kept in the operational memory of a Radiator process,
• gathered during the normal run-time,
• if lost, and the first RADIUS server of an organization is down, it might

cause the timeout of the first authentication attempt.
— status data about proxied packets:

• kept in the operational memory of a Radiator process,
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• without them the response to the Access-Request packet cannot be de-
livered,

• when lost, ongoing authentications will fail,

e status data review shows that there is no need to take any extra precaution
concerning them. From a HA point of view the national RADIUS proxy server is
stateless. is fact significantly simplifies the implementation of the cluster. e
only information which must be kept in sync between both nodes are configura-
tion files and so ware – both are static.

3.3 Failure Reaction me

e HA Linux permits to implement clusters with a reaction time less than one
second, although in the case of the national RADIUS proxy server it is not neces-
sary to react so fast. e cluster is geographically separated and, because of that,
short network outages could occur. Also, a re-negotiation of IPsec SA can take a
longer time. A reaction time in the order minutes is perfect for our purpose.

4 HA RADIUS Server Implementation

e HA RADIUS server is based on the heartbeat daemon of the Linux-HA6

project.
Services provided by a cluster are, in HA terminology, called resources. Even

the IP address of the cluster is considered a resource. All resources are managed
by the Cluster Resource Manager (CRM). e classical CRMwas replaced by the
Peacemaker project, which allows for maintaining quite complex dependencies
between resources. To keep our implementation as simple and robust as possible
we decided to use the classical CRM from heartbeat.

e resource control is done by the standard Linux system init scripts. ey
are not called directly, but via wrapper scripts stored in the directory
/etc/ha.d/resource.d/. ese scripts call other scripts stored in
/usr/lib/ocf/resource.d/heartbeat/ and finally call the corresponding system
init script. e resources of the HA RADIUS are described in the configuration
file /etc/ha.d/haresources:

node-1 195.113.xxx.xxx on-off firewall ipsec-policies racoon radiator

e basic resource is the IP address used by the HA RADIUS server for com-
municating with another RADIUS server. e node, which takes over the active

6 http://www.linux-ha.org/
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role in the cluster, activates the IP address on its virtual interface eth0:0 and an-
nounces its active role by a Gratuitous ARP7 packet. Commencing at this mo-
ment, all traffic is re-routed to the newly activated node.

e arpsend command is used to send the Gratuitous ARP packet:

arpsend -U -i 195.113.187.22 eth0 -c 1

4.1 Resource “on-off”

Resource “on-off” indicates whether the node is active (ON) or inactive (OFF).
e OFF state is indicated by the presence of the file /etc/OFFLINE. e presence

of the file is tested by components of the national RADIUS proxy server. In case
the file is present, all components will refuse to start. e file is created a er a
reboot of a node, and if the node gains the active role in the cluster, it removes
the file and launches other resources.

e file duplicates information (whether the node is or is not active) which
is kept by the heartbeat daemon. We decided to go this way, so as to be able to
remove the heartbeat daemon and manually control both nodes of the cluster.

4.2 Resource “firewall”
is resource controls the firewall rules of a node. When the node becomes ac-

tive, all firewall rules are preventively re-set. When the node becomes passive, the
firewall rules remain intact.

4.3 Resource “ipsec-policies”

is resource controls IPsec policies in the Linux kernel on a node. When the
node becomes active, all the policies are preventively re-set. When the node be-
comes passive, the IPsec policies remain intact. ey never match because they
are linked to the IP address which the node no longer controls.

4.4 Resource “racoon”
is resource controls the racoon daemon. e racoon is an IKE daemon respon-

sible for the negotiation of SA for IPsec. When a node becomes active, the racoon
is launched. When the node becomes passive, the racoon is terminated.

7 http://en.wikipedia.org/wiki/Address_Resolution_Protocol#ARP_announcements
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4.5 Resource “radiator”
is resource controls the radiator daemon. e radiator is an implementation of

the RADIUS server and provides a primary function of the cluster. When a node
becomes active, the radiator is launched. When the node becomes passive, the
radiator is terminated.

4.6 Heartbeat Daemon Configuration

Configuration of the first node:

logfacility local0
initdead 180
keepalive 1
deadtime 180
warntime 20
udpport 694
ucast eth0 195.113.xxx.xxx
auto_failback off
ping 195.113.xxx.1
node node-1
node node-2

Configuration of the second node is identical, except the option

ucast eth0 195.113.xxx.xxx

is option defines the IP address of the first node. e configuration of the
first node contains the IP address of the second node. If multicast is used, the
configuration of both nodes is identical. We decided to use unicast so as not to
harass other systems connected to the same network segment by the service traffic
of the cluster.

e initdead option defines how long the daemon is inactive a er the start.
is feature provides time for system stabilization a er reboot. e keepalive

option defines how o en the daemon checks the status of the cluster nodes. warn-
time defines how long the daemon waits before it logs a warning about a possibly
failed node. Finally, deadtime defines how long the previously active node must
be unreachable before the passive node tries to gain control of the cluster.

e ping option defines the so called ping node8. e ping node is not a
member of the cluster (it does not provide any services to the public) but instead
it acts as an arbitrator in disputes about the active role in the cluster. If the passive

8 http://www.linux-ha.com/PingNode/
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node does not receive anymessages from the active node, it assumes that the active
node has failed, but it is permitted to gain cluster control only a er receiving
replies from the ping node. e ping node is the default gateway.

e auto_failback option determines whether a resource will automatically
fail back to its “primary” node, or remain on the node where it is just running,
until the node fails, or an administrator intervenes.

4.7 Configuration Files Synchronization

We developed our own tool for synchronizing the configuration files between
nodes, because commonly used tools like CVS or more modern Unison or Drop-
box are not able to work on a complete file system. ey usually require that all
configuration files are placed into one or several directories and that only so links
to final destinations are made.

Our script needs a list of files with full path names to be synchronized. An
administrator who executes the script must have installed his SSH key on the
destination node.

Backup copies of older revisions of configuration files are kept in files named
according to the template filename-%Y%m%d-%H%M%S. It would be useful to en-
hance our script so as to be able to restart services whose configuration files were
changed during the synchronization.

Our script is available online9.

5 Operational Experience

e Czech national RADIUS proxy server has been running in the HA cluster
mode since the end of the summer of 2009. So far, our experience is very positive.

e only problem we had was an occasional packet loss. Network interfaces of
both nodes did not report any problems but the heartbeat daemon was frequently
complaining about lost or delayed heartbeat packets. e cause of the problem
was in the RADIUS traffic itself. e heartbeat daemon as well as the radiator
(except the hosts who are using RadSec) use UDP as the transport for their mes-
sages. Massive RADIUS packet bursts were causing an overflow of the Linux
kernel UDP buffer and resulted into a heartbeat packet loss. e default Linux
kernel uses an UDP buffer of 128 KB. Before deploying HA, we were using 8 MB,
but, in order to avoid heartbeat packet loss, we had to raise the UDP buffer up to
16 MB.

e size of the Linux kernel UDP buffer is controlled by the command sysctl

9 http://www.eduroam.cz/config-sync/



High Available eduroam RADIUS Server 175

-w "net.core.rmem_max=16777216", to make this setting permanent, it must be
written into the file /etc/sysctl.conf. Lost UDP packets are counted by the
Linux kernel and the number is printed as the field “packet receive errors” in the
output of the command netstat -su.

Another change we had to make was the modification of firewall rules to al-
low for a quick re-establishment of RadSec connections. We are using a stateful
firewall implemented with iptables. Our iptables rules are using priority chains
to process packets associated with established TCP connections. e rest of the
packets are subject to more complex rules: If a packet comes from a registered
IP address, and if the packet has the state NEW, then it serves for establishing a
new TCP connection. is type of packet is accepted. Other packets are ignored
(rule DROP). ese rules complicated the situation in the case where the active
and the passive nodes changed. While nothing changes from the point of view of
the RADIUS servers connected to our cluster, for the new active node the pack-
ets belonging to TCP connections established previously with the old active node
are unknown, so the firewall at the new active node will drop them. Because of
this, re-establishing the RadSec connections took too long – until TCP connec-
tion timeout. When we changed the rule DROP to REJECT, RadSec connections
were re-established immediately a er switching the active and passive node.

Example of our firewall rules:

$IPT=iptables
$IPT -P INPUT DROP
$IPT -P OUTPUT DROP
$IPT -P FORWARD DROP
...
$IPT -N KEEP_STATE
$IPT -F KEEP_STATE
$IPT -A KEEP_STATE -m state --state RELATED,ESTABLISHED -j ACCEPT
...
$IPT -N radsec
for HOST in $SRVC_RADSEC
do
$IPT -A radsec -i $EXT -p tcp -m state --state NEW -s $HOST -j ACCEPT

done
$IPT -A radsec -i $EXT -j LOG --log-prefix "REJECT-radsec "
$IPT -A radsec -i $EXT -j REJECT
...
$IPT -A INPUT -i $LOOPBACK -j ACCEPT
$IPT -A INPUT -i $EXT -j KEEP_STATE
...
$IPT -A INPUT -i $EXT -p tcp -d $MY_RAD_IP --dport 2083 -j radsec
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...
$IPT -A INPUT -j LOG -m limit --limit $LOG_LIMIT --log-prefix "D-IN "
$IPT -A INPUT -j DROP

Example of warnings of heartbeat packet loss and delays:

heartbeat: WARN: 1 lost packet(s) for [node-1] [1497002:1497004]
heartbeat: WARN: 9 lost packet(s) for [node-1] [1520245:1520255]
heartbeat: WARN: Late heartbeat: Node node-1: interval 25250 ms

Example of logs commencing at the moment when the passive node-1 has
gained control of the cluster. We triggered this situation by a shutdown of the
node-2.

heartbeat: info: Received shutdown notice from node-2.
heartbeat: info: Resources being acquired from node-2.
heartbeat: info: acquire all HA resources (standby).
ResourceManager: info: Acquiring resource group:

node-1 195.113.187.22 on-off firewall ipsec-policies racoon radiator
ResourceManager: info: Running

/etc/ha.d/resource.d/IPaddr 195.113.xxx.xxx start
IPaddr: INFO: Using calculated nic for 195.113.xxx.xxx: eth0
IPaddr: INFO: Using calc. netmask for 195.113.xxx.xxx: 255.255.255.0
IPaddr: INFO: eval ifconfig eth0:0 195.113.xxx.xxx

netmask 255.255.255.0 broadcast 195.113.187.255
IPaddr: DEBUG: Gratuitous Arp for 195.113.xxx.xxx on eth0:0 [eth0]
IPaddr: INFO: Success
on-off: INFO: Resource is stopped
ResourceManager: info: Running /etc/ha.d/resource.d/on-off start
on-off: INFO: Success
firewall: INFO: Resource is stopped
ResourceManager: info: Running /etc/ha.d/resource.d/firewall start
firewall: INFO: Success
ipsec-policies: INFO: Resource is stopped
ResourceManager: info: Running /etc/ha.d/resource.d/ipsec-policies start
ipsec-policies: INFO: Success
racoon: INFO: Resource is stopped
ResourceManager: info: Running /etc/ha.d/resource.d/racoon start
racoon: INFO: Success
radiator: INFO: Resource is stopped
ResourceManager: info: Running /etc/ha.d/resource.d/radiator start
radiator: INFO: Success
heartbeat: info: Standby resource acquisition done [all].
mach_down: info: mach_down: nice_failback: foreign resources acquired
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mach_down: info: mach_down takeover complete for node node-2.
heartbeat: info: mach_down takeover complete.





iHDTV Protocol Implementation for
UltraGrid

M L, M B, P H

Abstract
is report describes the implementation of iHDTV video conferencing protocol

for UltraGrid. In addition to the compatibility with the original iHDTV tool
implementation of this protocol allows for the splitting of the video stream and
sending it through two different network interfaces. is allows the sending of
a stream of uncompressed HDTV video, which requires 1.2 Gbps or 1.5 Gbps of
available bandwidth, over a GE network infrastructure.

Keywords: UltraGrid, iHDTV, iHDTV protocol, iHDTV compatibility layer

1 Introduction
An uncompressed HDTV video transmission provides both high image quality
and low end-to-end latency, creating an unparallelled experience for the users.
HDTV technologymay be successfully utilized in advanced collaborative environ-
ments, high-definition videoconferencing, distribution of remote high-definition
visualizations, applications in medical area etc. In recent years, transmissions of
uncompressed HDTV video have been implemented by several teams. e origi-
nal version of the UltraGrid system was provided by Perkins and Gharai [4]. is
version of UltraGrid is, however, discontinued now. e CESNET team has mod-
ified the original UltraGrid version [3], added a number of new features and is
continuing with its development. ere is also an iHDTV system1 developed at
the University of Washington in collaboration with the ResearchChannel consor-
tium2 and the HDTV over IP system iVisto by NTT laboratories [2] available for
the transmission of uncompressed HDTV video.

e number of existing implementations, which all rely on their own video
formats and methods of transmission of the video stream over the IP network,
complicates the deployment of systems utilizing uncompressed HDTV transmis-
sions. All these implementations usually rely on state of the art equipment (espe-
cially video acquisition or display cards), demand high computing performance
and are themselves quite difficult to deploy. us, the users who already adopt
one of the uncompressed HDTV transmissions systems usually tend to stick with

1 http://www.washington.edu/ihdtv/
2 http://ihdtv.sourceforge.net/
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it and are not really enthusiastic about adopting another one. Out of the above
mentioned uncompressed HDTV video transmission systems, iHDTV is one of
the most widespread and frequently used. To enable interoperability between
users of the iHDTV and UltraGrid systems, and to allow them to build shared
collaborative environments and applications, we have decided to implement a
iHDTV compatibility mode into our UltraGrid version. e compatibility be-
tween iHDTV and UltraGrid should also allow for a more widespread adoption
of the uncompressed HDTV transmissions systems.

2 iHDTV
iHDTV is a videoconferencing system supporting real-time transmissions of full
1080i HDTV video along with 6 channels of audio. Transmission of the video
generates about 1.5 Gbps of traffic. e main advantage of iHDTV in comparison
to other systems is that iHDTV allows splitting the stream into two and sending
it over two distinct network interfaces3. us it is possible to use a lower-cost
1 GE infrastructure where a 10 GE infrastructure would be otherwise needed to
transmit such a stream.

e iHDTV was developed primarily on the MS Windows XP platform. A
limited subset of the iHDTV functionality is also available on Linux. iHDTV
currently supports Blackmagic Design5 Decklink and Intensity (Pro) cards for
video acquisition and AJA Xena6 cards for video displaying. Both options are
supported only on MS Windows through DirectX Directshow7. iHDTV on the
Linux platform then supports only rudimentary file access to video dumps and
the displaying of the video using XVideo extension and regular graphics cards.

3 From the networking point of view, if both network interfaces were to use different IP
addresses in the same subnet, then both ports would also use the same default gateway
address, and the system would attempt to send all 1.5 Gbps traffic out through just one
interface. erefore, for each of the two 1 GE network interfaces on each system, separate
subnets with different gateway addresses are needed. For more details on this issue see the
“Functional description” page in the iHDTV wiki4.

5 http://www.blackmagic-design.com/
6 http://www.aja.com/products/xena/
7 http://msdn.microsoft.com/en-us/directx/default.aspx
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3 Video Protocol Specification

iHDTV implements transmissions of video encoded using v210 10 bit 4:2:2 YUV
pixel format [1]. e video frame rate is 29.97 frames per second while progressive
frames are used. Each frame consists of 1920×1080 pixels encoded in v210 format
which results in 5,529,600 bytes per frame.

Each frame is divided into a top and bottom half, which are processed sepa-
rately and can be sent over different network interfaces. Both halves of the frame
are split and packed into UDP packets with a maximum size of 8,192 B. is size
was chosen, because it is possible to send such packets through most of the com-
mon switches and routers, while keeping the packets number relatively low, which
reduces the network overhead. Using 8,192 B large packets allows embedding
8,128 B of iHDTV data payload, along with the necessary network headers like
the IPv4/IPv6 header, the Ethernet header, the optional 802.1q header and the
UDP header.

Table 1. iHDTV data payload header.

Stream ID Offset Frame Number Data Payload (Video/Audio)

Size [B] 4 4 8 8,112 (maximum)

e iHDTV data payload is packed into the UDP packet together with an
auxiliary header. e structure of this header is illustrated in Table 1. Stream ID
is set to 0 for the top half of a frame and to 1 for the bottom half. Other values
are used for audio, which is not covered by this document. Offset defines the offset
of video data into a half-frame. It is measured in bytes. Frame Number defines the
number of a frame, the packet a payload belongs to, and is incremented witch
each new frame. In the instance when the iHDTV uses two different interfaces,
frame numbers of each half-frame are dealt separately and usually differs for each
half of a frame. Finally, Data is the actual video or audio data transferred. It can
be smaller than 8,112 B in the case of the last packet of a half-frame.

4 Protocol Implementation in UltraGrid

UltraGrid itself relies on Real-time Transport Protocol (RTP) implementation
used for the delivery of video and audio streams. e RTP implementation in Ul-
traGrid is built on UDP. Fortunately, UltraGrid code base is very modular. us,
it turned out to be quite straightforward to reuse the existing UDP implementa-
tion and add iHDTV protocol implementation. On the other hand, the iHDTV
documentation is insufficient and its code is extremely difficult to understand.



182 M L, M B, P H

erefore most of the work involved decoding the iHDTV data stream, which we
have done by analyzing both the source codes and the streams transmitted by
iHDTV using network sniffers like Wireshark8.

4.1 Sender
Video frames acquired from a capture card are processed in a single separated
POSIX thread. e only major difference in comparison to the previous video
frames handling in UltraGrid is that the individual video frames are being split
into the top and bottom halves and sent as two separate streams. Each half of the
frame is being packed into 8,112 bytes long iHDTV packets, which are immedi-
ately packed into UDP packets and sent using standard UNIX system calls over
a different datagram socket. e user can decide to specify only a single target
IP address to address the remote iHDTV system. In such case the video can be
transmitted only using a local 10 GE network interface and a 10 GE infrastruc-
ture. e user can also specify two IP addresses of the remote iHDTV system in
order to split the sending of both video streams to two 1 GE network interfaces. In
such an instance, it is again necessary to configure separate subnets with different
gateway addresses for both network interfaces.

Concerning the video acquisition and sending in UltraGrid to be received by
a remote iHDTV system, it is important to consider that iHDTV expects the video
encoded using the v210 pixel format. To this end UltraGrid supports acquisition
of video encoded in v210 pixel format only on the MacOS X platform where v210
is a default pixel format for handling of 10 bit 4:2:2 YUV video.

4.2 Receiver
Receiving iHDTV data is also done in a single separated thread. UltraGrid in the
iHDTV compatibility mode is listening on a pair of local sockets for the video
data. e received top and bottom halves of individual frames are then composed
into a single video frame which is then displayed e video frame is considered
complete once enough video packets are received and processed (682 packets per
frame by default).

is straightforward receiving scheme, however, appears to be insufficient.
e reason is that, in the case when iHDTV sends data over two different network

interfaces at the same time, there is no relation between the “frame numbers” in
the packets being received for the top and the bottom half of a frame. 9 e

8 http://www.wireshark.org/
9 is behaviour in iHDTV is strange. If iHDTV is sending both halves of one frame over

a single interface, then all packets sent for both halves of the frame in question have the
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receiver may thus, for example, receive packets with frame number 356 belonging
to the top half of a frame, while at the same time it receives packets with frame
number 411 belonging to the bottom half of a frame. is makes it difficult to
synchronize both halves of a video framewhile also being able to effectively handle
lost packets. In the instance that some packets get lost during the transfer, an
incomplete video frame is sent to display once the first packet from a subsequent
video frame is received. We opt for this behaviour in order to avoid buffering and
possible issues while trying to synchronize the displaying of different halves of
different frames.

e iHDTV compatibility mode was released in the 20090105 development
release of UltraGrid10. Originally, displaying the video sent by iHDTV required
MacOS X Quick me together with AJA Kona 3 display method because of its
inherent support of the v210 pixel format.

A recent development of the UltraGrid platform featured a major overhaul
of the original displaying methods. e AJA Kona 3 display method was general-
ized to implement the displaying of the video using the Quicktime Video Display
Component and any hardware display card supporting this interface (e.g. AJA
Kona 311, Blackmagic Design Multibridge and others). Currently, it is also pos-
sible to utilize the so ware-based SDL12 display method and traditional graphics
card to display the video with v210 pixel format, as we have added transcoding
of various pixel formats to 8 bit 4:2:2 YUV to the SDL display module in Ul-
traGrid. Also, the original video displaying method using an AJA Kona 3 card
for the iHDTV compatibility mode was a MacOS X dependent feature while the
SW based SDL displaying module is available on both Linux and MacOS X plat-
forms. Note that these revised displaying methods are available in the recent
nightly builds of the UltraGrid provided at the home page13.

same frame number. We have implemented the iHDTV compatibility layer in UltraGrid so
that the frame numbers are always corresponding for both halves of the frame no matter if
being sent over a single network interface or two network interfaces. We have empirically
verified that in such a case iHDTV is able to compose the frame from both halves with no
issues.

10 http://www.sitola.cz/files/ultragrid-20090105.tar.gz
11 http://www.aja.com/products/kona/
12 http://www.libsdl.org/
13 http://ultragrid.sitola.cz/
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4.3 Other Considerations
Our current implementation of the iHDTV compatibility mode in UltraGrid does
not consider the sending and receiving of audio data. Handling of the audio
data relies on the Stream ID field in the iHDTV packet header. us, it is very
simple to drop any packets where the Stream ID does not correspond to the top
or bottom half of a video frame. On the sending side, UltraGrid generates only
those packets carrying again either the top or bottom halves of the video frames.
We have empirically verified that iHDTV does not insist on receiving the packets
identified by Stream ID to contain audio data.

5 Using UltraGrid in the iHDTV Compatibility Mode

Use of the iHDTV protocol in UltraGrid is invoked by the -i command line
switch. So, for example, to send the video using UltraGrid over a single 10GE
link, one would call the following command on a MacOS X machine:

uv -t quicktime -g gui -i <target ip>

Sending the video over two 1GE network interfaces:

uv -t quicktime -g gui -i <target ip 1> <target ip 2>

Receiving the video over a single 10GE network interface and displaying it
using the SDL display module:

uv -d sdl -g 1920:1080:v210 -i <source ip>

Receiving the video transmitted over a single 10GE network link and display-
ing it using AJA Kona 3 card on MacOS X14:

uv -d kona -g <device>:<mode>:v210 -i <source ip>

If the user does not care about the address we receive the video data from, we
can just omit the source address and display the video as in the previous case15:

uv -d kona -g <device>:<mode>:v210 -i

14 e device and mode numbers depend on actually used Video Display Component hard-
ware and its drivers.

15 is is potentially dangerous. If two distinct iHDTV senders would be sending the video
streams to a receiver with no source address specified, the receiver would try to process all
incoming packets and thus display a garbled image.
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6 Conclusions and Future Work
In this technical report we have described the implementation of the iHDTV com-
patibility mode for the low-latency uncompressed HDTV video transmission sys-
tem UltraGrid. We have successfully implemented and tested the sending and
receiving of video using the iHDTV protocol. is achievement becomes of par-
ticular importance because the NTT laboratories iVisto system also recently im-
plemented an iHDTV compatibility layer. us, all three competing systems (Ul-
traGrid, iHDTV and iVisto) are able to cooperate using a common stream trans-
mission format.

As for future work, there remains implementing the transmission of the audio
data compatible with the iHDTV system. Also, receiving of the video being sent
by iHDTV over two network interfaces remains a problem to be properly solved
in UltraGrid.
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